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CCAIM at ICLR 2025

CCAIM Faculty members will present 13 papers when the thirteenth Conference on
Learning Representations ( ) takes place from 24 — 28 April, one of the most

for presenting and publishing cutting-edge research and the
conference includes invited talks, demonstrations, symposia, and oral and poster
presentations of refereed papers. The conference is dedicated to the advancement of
the branch of artificial intelligence called representation learning, but generally

reffered to as deep learning.

This year's number of 13 papers is yet another great showing of the Centre, being

consistently strong since its inception.

Presenting a variety of topics in its publications, the Cambridge Centre for Al in
Medicine is at the forefront of research in machine learning and Al. The papers —from
and — cover a number of the Centre’s key research areas, including
AlgScience, LLMs, Equation Discovery, Time-Series, Diffusion Models, Graph Neural

Networks, Generative models, Uncertainty Estemation, and more.

We are especially proud of , PhD student at CCAIM, who is co-authoring

et another paper with Prof van der Schaar.

Together, our researchers continuously explore and create revolutionary
technologies that will shape the future of healthcare, change clinical work, and

improve patient outcomes.

Details for all 13 papers are given below:


https://iclr.cc/
https://en.wikipedia.org/wiki/International_Conference_on_Learning_Representations
https://ccaim.cam.ac.uk/mihaela-van-der-schaar/
https://www.turing.ac.uk/people/researchers/adrian-weller
https://jmhl.org/
https://www.cl.cam.ac.uk/~pl219/
https://ccaim.cam.ac.uk/our-students/

SynFlowNet: Design of Diverse and Novel

Molecules with Synthesis Constraints

Miruna Cretu, Charles Harris, llia Igashov, Arne Schneuing, Marwin Segler, Bruno Correia,
Julien Roy, Emmanuel Bengio, Pietro Lio

Find the paper here
GitHub Page

Abstract

Generative models see increasing use in computer-aided drug design. However, while performing well at
capturing distributions of molecular motifs, they often produce synthetically inaccessible molecules. To address
this, we introduce SynFlowNet, a GFlowNet model whose action space uses chemical reactions and buyable
reactants to sequentially build new molecules. By incorporating forward synthesis as an explicit constraint of the
generative mechanism, we aim at bridging the gap between in silico molecular generation and real world
synthesis capabilities. We evaluate our approach using synthetic accessibility scores and an independent
retrosynthesis tool to assess the synthesizability of our compounds, and motivate the choice of GFlowNets
through considerable improvement in sample diversity compared to baselines. Additionally, we identify
challenges with reaction encodings that can complicate traversal of the MDP in the backward direction. To
address this, we introduce various strategies for learning the GFlowNet backward policy and thus demonstrate
how additional constraints can be integrated into the GFlowNet MDP framework. This approach enables our

model to successfully identify synthesis pathways for previously unseen molecules.
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gRNAde: Geometric Deep Learning for 3D RNA inverse

design
Chaitanya Joshi, Arian Jamasb, Ramon Vinas, Charles Harris, Simon Mathis, Alex Morehead, Rishabh
Anand, Pietro Lio

Find the paper here
GitHub Page

Abstract

Computational RNA design tasks are often posed as inverse problems, where sequences are designed based on
adopting a single desired secondary structure without considering 3D conformational diversity. We introduce
gRNAde, a geometric RNA design pipeline operating on 3D RNA backbones to design sequences that explicitly
account for structure and dynamics. gRNAde uses a multi-state Graph Neural Network and autoregressive decoding
to generates candidate RNA sequences conditioned on one or more 3D backbone structures where the identities of
the bases are unknown. On a single-state fixed backbone re-design benchmark of 14 RNA structures from the PDB
identified by Das et al. (2010), gRNAde obtains higher native sequence recovery rates (56% on average) compared to
Rosetta (45% on average), taking under a second to produce designs compared to the reported hours for Rosetta. We
further demonstrate the utility of gRNAde on a new benchmark of multi-state design for structurally flexible RNAs,
as well as zero-shot ranking of mutational fitness landscapes in a retrospective analysis of a recent ribozyme.
Experimental wet lab validation on 10 different structured RNA backbones finds that gRNAde has a success rate of
50% at designing pseudoknotted RNA structures, a significant advance over 35% for Rosetta. Open source code and

tutorials are available at: github.com/chaitjo/geometric-rna-design.
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Figure 1: The gRNAde pipeline for 3D RNA inverse design. gRNAde is a generative model for
RNA sequence design conditioned on backbone 3D structure(s). gRNAde processes one or more RNA
backbone graphs (a conformational ensemble) via a multi-state GNN encoder which is equivariant to
3D roto-translation of coordinates as well as conformational state order, followed by conformational
state order-invariant pooling and autoregressive sequence decoding.
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Uncertainty Modeling in Graph Neural Networks

via Stochastic Differential Equations

Richard Bergna, Sergio Calvo Ordonez, Felix Opolka, Pietro Lio,
José Miguel Herndndez-Lobato

Find the paper here

Abstract

We propose a novel Stochastic Differential Equation (SDE) framework to address the problem of learning
uncertainty-aware representations for graph-structured data. While Graph Neural Ordinary Differential
Equations (GNODESs) have shown promise in learning node representations, they lack the ability to quantify
uncertainty. To address this, we introduce Latent Graph Neural Stochastic Differential Equations (LGNSDE),
which enhance GNODE by embedding randomness through a Bayesian prior-posterior mechanism for epistemic
uncertainty and Brownian motion for aleatoric uncertainty. By leveraging the existence and uniqueness of
solutions to graph-based SDEs, we prove that the variance of the latent space bounds the variance of model
outputs, thereby providing theoretically sensible guarantees for the uncertainty estimates. Furthermore, we
show mathematically that LGNSDEs are robust to small perturbations in the input, maintaining stability over
time. Empirical results across several benchmarks demonstrate that our framework is competitive in out-of-
distribution detection, robustness to noise perturbations, and active learning, underscoring the ability of

LGNSDE:s to quantify uncertainty reliably.

§

Figure 1: The diagram shows the evolution of one of the nodes of the input graph in latent space,
H(t), through an SDE, with sample paths (purple) and confidence bands representing variance. At
three timesteps, we visualize graph embeddings, where nodes (white and orange) become more
separable over time due to the influence of the vector field. The inset axes represent latent dimensions,
while the purple and yellow background highlights the magnitude and direction of the vector field
guiding the latent dynamics.


https://arxiv.org/abs/2408.16115

Linear Transformer Topological Masking with
Graph Random Features

Isaac Reid, Kumar Dubey, Deepali Jani, William Whitney, Amr Ahmed, Joshua Ainslie, Alex
Bewley, Mithun George Jacob, Aranyak Mehta, David Rendleman, Connor Schenck,
Richard E Turner, René Wagner, Adrian Weller, Krzysztof Chromanski

Find the paper here

Abstract

When training transformers on graph-structured data, incorporating information about the underlying topology
is crucial for good performance. Topological masking, a type of relative position encoding, achieves this by
upweighting or downweighting attention depending on the relationship between the query and keys in the
graph. In this paper, we propose to parameterise topological masks as a learnable function of a weighted
adjacency matrix -- a novel, flexible approach which incorporates a strong structural inductive bias. By
approximating this mask with graph random features (for which we prove the first known concentration
bounds), we show how this can be made fully compatible with linear attention, preserving O(N)O(N) time and
space complexity with respect to the number of input tokens. The fastest previous alternative
was O(NlogN)O(NlogN) and only suitable for specific graphs. Our efficient masking algorithms provide strong

performance gains for image and point cloud data, including with >30>30k nodes.
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Figure 1: Schematic overview. Regular attention is O(N?), with N the number of input tokens.
Topological masking modulates A by a graph function M(G), improving predictive performance.
Linear attention reduces the time complexity to O(N) by leveraging a low-rank decomposition. Our
contribution (blue) is the first algorithm to achieve both — O(N') topological masking of low-rank at-
tention — by approximating M(G) with graph random features (GRFs). GRFs are sparse vectors (de-
noted ‘sp.”) computed by sampling random walks, constructed so that E(@Q,gfl';f:,g) = Ao M(G)
with strong concentration properties (Thm. 3.1).
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Can Large Language Models Understand

Symbolic Graphics Programs?

Zeju Qiu, Weiyang Liu, Haiwen Feng, Zhen Liu, Tim Xiao, Katherine Collins, Joshua B
Tenenbaum, Adrian Weller, Michael J Black, David H

Find the paper here

Abstract

Against the backdrop of enthusiasm for large language models (LLMs), there is a growing need to scientifically assess their
capabilities and shortcomings. This is nontrivial in part because it is difficult to find tasks which the models have not
encountered during training. Utilizing symbolic graphics programs, we propose a domain well-suited to test multiple spatial-
semantic reasoning skills of LLMs. Popular in computer graphics, these programs procedurally generate visual data. While
LLMs exhibit impressive skills in general program synthesis and analysis, symbolic graphics programs offer a new layer of
evaluation: they allow us to test an LLM's ability to answer semantic questions about the images or 3D geometries without
a vision encoder. To semantically understand the symbolic programs, LLMs would need to possess the ability to "imagine"
and reason how the corresponding graphics content would look with only the symbolic description of the local curvatures
and strokes. We use this task to evaluate LLMs by creating a large benchmark for the semantic visual understanding of
symbolic graphics programs, built procedurally with minimal human effort. Particular emphasis is placed on
transformations of images that leave the image level semantics invariant while introducing significant changes to the
underlying program. We evaluate commercial and open-source LLMs on our benchmark to assess their ability to reason
about visual output of programs, finding that LLMs considered stronger at reasoning generally perform better. Lastly, we
introduce a novel method to improve this ability -- Symbolic Instruction Tuning (SIT), in which the LLM is finetuned with
pre-collected instruction data on symbolic graphics programs. Interestingly, we find that SIT not only improves LLM's

understanding on symbolic programs, but it also improves general reasoning ability on various other benchmarks.
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Figure 1: Our benchmark assesses LLMs’ understanding of symbolic graphics programs in semantic understanding and prediction consistency.
Note that the LLM can only see symbolic graphics programs and the corresponding questions. The rendered images are not input to the LLM.
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Variance-Reducing Couplings for Random

Features

Isaac Reid, Stratis Markou, Krzysztof Choromanski, Richard E Turner, Adrian Weller

Find the paper here

Abstract

Random features (RFs) are a popular technique to scale up kernel methods in machine learning, replacing exact
kernel evaluations with stochastic Monte Carlo estimates. They underpin models as diverse as efficient
transformers (by approximating attention) to sparse spectrum Gaussian processes (by approximating the
covariance function). Efficiency can be further improved by speeding up the convergence of these estimates: a
variance reduction problem. We tackle this through the unifying lens of optimal transport, finding couplings to
improve RFs defined on both Euclidean and discrete input spaces. They enjoy theoretical guarantees and
sometimes provide strong downstream gains, including for scalable inference on graphs. We reach surprising
conclusions about the benefits and limitations of variance reduction as a paradigm, showing that other properties

of the coupling should be optimised for attention estimation in efficient transformers.

LN

Figure 1: Copula schematic for d = 2. Random variables are drawn from a Gaussian distribution with
correlation matrix 3. They are pushed forward using F»r then F;il to obtain coupled variables with
marginal x4 distributions. X is learned using gradient-based optimisation, approximately solving the
multi-marginal OT problem in Eq. 5.
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VisualPredictor: Learning Abstract World Models
with Neuro-Symbolic Predicates for Robot Planning

Yichao Liang, Nishanth Kumar, Hao Tang, Adrian Weller, Joshua B Tenenbaum, Tom Silver,
Joao F Henriques, Kevin Ellis

Find the paper here

Abstract

Broadly intelligent agents should form task-specific abstractions that selectively expose the essential elements
of a task, while abstracting away the complexity of the raw sensorimotor space. In this work, we present Neuro-
Symbolic Predicates, a first-order abstraction language that combines the strengths of symbolic and neural
knowledge representations. We outline an online algorithm for inventing such predicates and learning abstract
world models. We compare our approach to hierarchical reinforcement learning, vision-language model
planning, and symbolic predicate invention approaches, on both in- and out-of-distribution tasks across five
simulated robotic domains. Results show that our approach offers better sample complexity, stronger out-of-

distribution generalization, and improved interpretability.
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Figure 1: Robot learning domains illustrating learned Neuro-Symbolic predicates. In (A) we learn
a predicate that queries a VLM to check if a coffee jug is inside a coffee machine. In (B) we learn a
predicate that checks if a balance beam is balanced. (Code lightly refactored to better fit in figure.)
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Towards Automated Knowledge Integration From Human-

Interpretable Representations
Katarzyna Kobalczyk, Mihaela van der Schaar

Find the paper here
GitHub Page

Abstract

A significant challenge in machine learning, particularly in noisy and low-data environments, lies in effectively
incorporating inductive biases to enhance data efficiency and robustness. Despite the success of informed
machine learning methods, designing algorithms with explicit inductive biases remains largely a manual process.
In this work, we explore how prior knowledge represented in its native formats, e.g. in natural language, can be
integrated into machine learning models in an automated manner. Inspired by the learning to learn principles of
meta-learning, we consider the approach of learning to integrate knowledge via conditional meta-learning, a
paradigm we refer to as informed meta-learning. We introduce and motivate theoretically the principles of
informed meta-learning enabling automated and controllable inductive bias selection. To illustrate our claims,
we implement an instantiation of informed meta-learning--the Informed Neural Process, and empirically
demonstrate the potential benefits and limitations of informed meta-learning in improving data efficiency and

generalisation.
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Active Task Disambiguation with LLMs

Katarzyna Kobalczyk*, Nicolas Astorga*, Mihaela van der Schaar

Find the paper here
GitHub Page

Abstract

Despite the impressive performance of large language models (LLMs) across various benchmarks, their ability
to address ambiguously specified problems—frequent in real-world interactions—remains underexplored. To
address this gap, we introduce a formal definition of task ambiguity and frame the problem of task
disambiguation through the lens of Bayesian Experimental Design. By posing clarifying questions, LLM agents
can acquire additional task specifications, progressively narrowing the space of viable solutions and reducing the
risk of generating unsatisfactory outputs. Yet, generating effective clarifying questions requires LLM agents to
engage in a form of meta-cognitive reasoning, an ability LLMs may presently lack. Our proposed approach of
active task disambiguation enables LLM agents to generate targeted questions maximizing the information gain.
Effectively, this approach shifts the load from implicit to explicit reasoning about the space of viable solutions.
Empirical results demonstrate that this form of question selection leads to more effective task disambiguation in

comparison to approaches relying on reasoning solely within the space of questions.
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No Equations Needed: Learning System
Dynamics Without Relying on Closed-Form

ODEs

Krzysztof Kacprzyk, Mihaela van der Schaar

Find the paper here

Abstract

Data-driven modeling of dynamical systems is a crucial area of machine learning. In many scenarios, a thorough
understanding of the model’s behavior becomes essential for practical applications. For instance, understanding the
behavior of a pharmacokinetic model, constructed as part of drug development, may allow us to both verify its
biological plausibility (e.g., the drug concentration curve is non-negative and decays to zero in the long term) and to
design dosing guidelines (e.g., by looking at the peak concentration and its timing). Discovery of closed-form ordinary
differential equations (ODEs) can be employed to obtain such insights by finding a compact mathematical equation
and then analyzing it (a two-step approach). However, its widespread use is currently hindered because the analysis
process may be time-consuming, requiring substantial mathematical expertise, or even impossible if the equation is
too complex. Moreover, if the found equation's behavior does not satisfy the requirements, editing it or influencing
the discovery algorithms to rectify it is challenging as the link between the symbolic form of an ODE and its behavior
can be elusive. This paper proposes a conceptual shift to modeling low-dimensional dynamical systems by departing
from the traditional two-step modeling process. Instead of first discovering a closed-form equation and then
analyzing it, our approach, direct semantic modeling, predicts the semantic representation of the dynamical system
(i.e., description of its behavior) directly from data, bypassing the need for complex post-hoc analysis. This direct
approach also allows the incorporation of intuitive inductive biases into the optimization algorithm and editing the
model's behavior directly, ensuring that the model meets the desired specifications. Our approach not only simplifies
the modeling pipeline but also enhances the transparency and flexibility of the resulting models compared to

traditional closed-form ODEs.
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Decision Tree Induction via Semantically-Aware

Evolution

Tennison Liu*, Nicolas Huynh*, Mihaela van der Schaar

Find the paper here

Abstract

Decision trees are a crucial class of models offering robust predictive performance and inherent interpretability across
various domains, including healthcare, finance, and logistics. However, current tree induction methods often face limitations
such as suboptimal solutions from greedy methods or prohibitive computational costs and limited applicability of exact
optimization approaches.To address these challenges, we propose an evolutionary optimization method for decision tree
induction based on genetic programming (GP). Our key innovation is the integration of semantic priors and domain-specific
knowledge about the search space into the optimization algorithm.To this end, we introduce LLEGO, a framework that
incorporates semantic priors into genetic search operators through the use of Large Language Models (LLMs), thereby
enhancing search efficiency and targeting regions of the search space that yield decision trees with superior generalization
performance. This is operationalized through novel genetic operators that work with structured natural language prompts,
effectively utilizing LLMs as conditional generative models and sources of semantic knowledge. Specifically, we
introduce fitness-guidedfitness-guided crossover to exploit high-performing regions, and diversity-guideddiversity-
guided mutation for efficient global exploration of the search space. These operators are controlled by corresponding
hyperparameters that enable a more nuanced balance between exploration and exploitation across the search space.
Empirically, we demonstrate across various benchmarks that LLEGO evolves superior-performing trees compared to

existing tree induction methods, and exhibits significantly more efficient search performance compared to conventional GP

approaches.
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Going Beyond Static: Understanding Shifts with Time-Series

Attribution
Jiashuo Liu, Nabeel Seedat, Peng Cui, Mihaela van der Schaar

Find the paper here

Abstract

Distribution shifts in time-series data are complex due to temporal dependencies, multivariable interactions, and
trend changes. However, robust methods often rely on structural assumptions that lack thorough empirical
validation, limiting their practical applicability. In order to support an empirically grounded inductive approach
to research, we introduce our Time-Series Shift Attribution (TSSA) framework, which analyzes problem-
specific patterns of distribution shifts. Our framework attributes performance degradation from various types of
shifts to each temporal data property in a detailed manner, supported by theoretical analysis of unbiasednessand
asymptotic properties. Empirical studies in real-world healthcare applications highlight how the TSSA
framework enhances the understanding of time-series shifts, facilitating reliable model deployment and driving

targeted improvements from both algorithmic and data-centric perspectives.
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Risk-Sensitive Diffusion: Robustly Optimizing Diffusion Models with

Noisy Samples

Yangming Li, Max Ruiz Luyten, Mihaela van der Schaar

Find the paper here

Abstract

Diffusion models are mainly studied on image data. However, non-image data (e.g., tabular data) are also
prevalent in real applications and tend to be noisy due to some inevitable factors in the stage of data collection,
degrading the generation quality of diffusion models. In this paper, we consider a novel problem setting where
every collected sample is paired with a vector indicating the data quality: risk vector. This setting applies to many
scenarios involving noisy data and we propose risk-sensitive SDE, a type of stochastic differential equation (SDE)
parameterized by the risk vector, to address it. With some proper coefficients, risk-sensitive SDE can minimize
the negative effect of noisy samples on the optimization of diffusion models. We conduct systematic studies for
both Gaussian and non-Gaussian noise distributions, providing analytical forms of risk-sensitive SDE. To verify
the effectiveness of our method, we have conducted extensive experiments on multiple tabular and time-series
datasets, showing that risk-sensitive SDE permits a robust optimization of diffusion models with noisy samples

and significantly outperforms previous baselines.
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Figure 2: Comparison between the diffusion process of a standard VP SDE for clean samples (i.e.,
the upper 5 subfigures) and its alternative: risk-sensitive SDE, for Gaussian-corrupted samples (i.e.,
the lower 5 subfigures). With the proper risk-sensitive coefficients, the clean and noisy samples will
have the same marginal densities in the stability interval: t € [0.26, 1].
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