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1T MISSION STATEMENT

The Cambridge Centre for Al in Medicine, based in the University of Cambridge,
is focussed on developing pioneering Al and machine learning technologies to
transform biomedical science, medicine, and healthcare.

The Centre aims to bridge the gap between the complex fields of Al, bioscience,
and medicine through deep interdisciplinary collaboration, bringing together fac-
ulty of leading Cambridge scientists and clinicians from 12 University Departments,
the Wellcome Sanger Institute, and the NHS, to develop novel algorithms, methods
and systems for (i) biomedical discovery, (ii) omics analytics, (iii) precision medi-
cine (including early diagnostics), and (iv) next-generation adaptive clinical trials.

The Centre was launched in January 2021, with our first cohort of students starting
in October 2021.

An enormous strength of CCAIM is the close relationship with our Industry partners
which shape our research focus, provide access to expertise and datasets, and sup-
port the translation of our research into meaningful real-world impact. All students
are supervised by at least two faculty members (usually a data scientist and a domain
expert) and an industry scientist, thereby ensure a truly collaborative research envi-
ronment.

CCAIM is managed through a Joint Steering Committee (JSC), chaired by Professor
van der Schaar, which has representation from the Centre, the Department of Ap-
plied Maths and Theoretical Physics, and our Industry Partners (see Section 2).
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The broad aims of CCAIM, agreed by the JSC, are to INNOVATE, EDUCATE, and
INFLUENCE in the areas of Al and ML for Biomedicine and Healthcare. Specifically,
we aim to:

1. Innovate
Papers: to deliver research papers, workshops, tutorials on Al-ML for healthcare and
industry, at top venues.

Code: to create Al-ML software research code and demonstrators which can be
used by the clinical and pharma community at large.

Challenges: to engage in collaboration with our industry partners in annual discus-
sions to address mutual interests and challenges in Al-ML.

2. Educate

Students: to educate top-tier students in cutting-edge Al and ML technologies to
revolutionize biomedical science, medicine, and healthcare, thereby fortifying the
research core of the Centre.

Summer schools: to run an annual Summer School on ML for healthcare.

Seminars: to develop and run an Al and ML in healthcare and pharma distinguished
Seminar Series.

Clinics: to create an Al-ML in healthcare clinic where clinicians and pharma can in-
teract and co-design research projects.

3. Influence
Expert talks: to deliver expert talks at conferences aiming to promote and attract
interest in CCAIM

Policy & societal impact: to build technologies that will facilitate advances in areas
such as the regulation, safety, privacy and ethical standards in Al-ML.

We have summarised our achievements within these areas in Section 3.



2 PEOPLE

2.1 LEADERSHIP

Professor Mihaela van der Schaar, Director - Al Lead

John Humphrey Plummer Professor of Machine Learning, Atrtificial Intelligence and
Medicine at the University of Cambridge, a Turing Faculty Fellow at The Alan Turing
Institute in London, a Chancellor's Professor at UCLA and an |IEEE Fellow.

Professor Andres Floto FMedSci, Director - Clinical Lead
Professor of Respiratory Biology at the University of Cambridge and Director of the
UK Cystic Fibrosis Innovation Hub.

Joint Steering Committee

Professor Mihaela van der Schaar (University of Cambridge)

Professor Andres Floto (University of Cambridge)

Professor Colm-Cille Patrick Caulfield (University of Cambridge)

Dr Kim Branson (Senior Vice President and Global Head of Al/ML at GSK)

Dr James Weatherall (Vice President, Data Science & Al, R&D at AstraZeneca)
Dr Shane Lewin (Vice President of Al/ML at GSK)

Dr Dino Ogli¢ (Senior Director, Machine Learning & Al at AstraZeneca)

Dr Tom Diethe (Head of The Centre for Artificial Intelligence (Executive Director) at
AstraZeneca)

Dr Emma Slade (Senior AlI/ML Engineer at GSK)

2.2 FACULTY

Dr Ari Ercole, Consultant and Researcher in Anaesthesia and intensive care, Fellow
in Clinical Medicine at Magdalene College, University of Cambridge

Dr Alexander Gimson, Consultant Transplant Hepatologist, Cambridge University
Hospitals NHS Foundation Trust, Chair of the Care Advisory Group, Cambridgeshire
& Peterborough Sustainability and Transformation Partnership

Professor José Miguel Hernandez-Lobato, Professor of Machine Learning at the
University of Cambridge

Professor Pietro Lio, Professor of Computational Biology in the Department of
Computer Science at the University of Cambridge, Member of the Artificial Intelli-
gence group of the Computer Laboratory

Professor Eoin McKinney, Professor of Rheumatology, University of Cambridge,
Honorary consultantin Nephrology and Transplantation, Cambridge University Hos-
pitals NHS Foundation Trust

Professor Stefan Scholtes, Dennis Gillings Professor of Health Management, Cam-
bridge Judge Business School, Director of the Centre for Health Leadership & En-
terprise
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Dr Sarah Teichmann FMedSci FRS, Head of Cellular Genetics and Senior Group
Leader, Wellcome Sanger Institute. Professor in Stem Cell Medicine at Cambridge
Stem Cell Institute (CSCI)

Professor Angela Wood, Professor of Health Data Science at the University of Cam-
bridge

2.3 ASSOCIATE FACULTY
Dr Namshik Han, Head of Computational Research & Al at the Milner Therapeutics
Institute within the University of Cambridge. He is also the Co-Founder of KURE.ai.

Dr George Mells, Consultant Hepatologist at Addenbrooke’s Hospital, and a theme
lead for UK-PBC.

Professor Richard Peck spent over 30 years as a clinical pharmacologistin the phar-
maceutical industry and was Global head of Clinical Pharmacology at Roche for the
last thirteen of these. Since retiring from Roche, he has been appointed Honorary
Professor of Pharmacology & Therapeutics at the University of Liverpool.

Professor Adrian Weller MBE, Director of Research in Machine Learning at the Uni-
versity of Cambridge, and at the Leverhulme Centre for the Future of Intelligence
where he is Programme Director for Trust and Society. He is a Programme Director
and Turing Fellow leading work on Safe and Ethical Al at The Alan Turing Institute,
the UK national institute for data science and Al.

Professor Qingyuan Zhao, University Professor in the Statistical Laboratory, De-
partment of Pure Mathematics and Mathematical Statistics (DPMMS) at University of
Cambridge and a Turing Fellow at the Alan Turing Institute.

Dr Thomas Callender, Senior Research Fellow & Public Health Physician at UCL and
sits on the UK National Screening Committee. He is affiliated with CCAIM and has
been deeply involved with creating AutoPrognosis 2.0.

Dr Will Brown, leads the Cambridge Big Data in Multiple Sclerosis group.

Dr Sergio Bacallado, Associate Professor in the Department of Pure Mathematics
and Mathematical Statistics at the University of Cambridge.

Dr Richard Milne, a social scientist based in the Kavli Centre for Ethics, Science, and
the Public in the Faculty of Education and in the Engagement and Society Group at
Wellcome Connecting Science, which is located alongside the Sanger Institute out-
side Cambridge. In Cambridge, he also co-leads the ‘Ethics, Law and Society’ strand
of Cambridge Public Health.

Professor Anders Hansen, Professor of Mathematics at the University of Cam-
bridge, where he is the head of the Applied Functional and Harmonic Analysis
group, and also Professor Il at the University of Oslo.



Dr Mohammad Lotfollahi, the director of machine learning research at Relation
Therapeutics, a scientist at Helmholtz Munich, and also incoming faculty at Well-
come Sanger Institute.

2.4 CCAIM PhD STUDENTS

Alexander Norcliffe (October 2021)

Department of Computer Science and Technology

Academic Supervisors: Prof Pietro Lio and Prof Mihaela van der Schaar
Industry Supervisor: Dr Patrick Schwab (GSK)

Charles Harris (October 2021)

Department of Computer Science and Technology

Academic Supervisors: Prof Pietro Lio, Sir Tom Blundell, and Prof Andres Floto
Industry Supervisor: Dr Juan Carlos Mobarec (AstraZeneca)

Tennison Liu (February 2022)

Department of Applied Mathematics and Theoretical Physics

Academic Supervisors: Prof Mihaela van der Schaar and Dr Angela Wood
Industry Supervisor: Dr Dino Oglic (AstraZeneca)

Alice Aubert (October 2022)

Department of Medicine

Academic Supervisors: Dr Eoin McKinney and Prof Mihaela van der Schaar
Industry Supervisor: Dr Emma Slade (GSK)

Julien Horwood (October 2022)

Department of Engineering

Academic Supervisors: Prof José Miguel Herndndez-Lobato, Prof Andres Floto, and
Prof Pietro Lio

Industry Supervisor: Dr Dino Oglic (AstraZeneca)

Maciej Wiatrak (October 2022)

Department of Medicine

Academic Supervisors: Prof Andres Floto, Prof Sarah Teichmann, and Prof Mihaela
van der Schaar

Industry Supervisor: Dr Stefano Bragaglia (AstraZeneca)

Max Zhu (October 2022)

Department of Pure Mathematics and Mathematical Statistics
Academic Supervisors: Dr Qingyuan Zhao and Prof Pietro Lio
Industry Supervisor: Dr Emma Slade (GSK)

Qiyao Wei (Starting 2023)

Department of Applied Mathematics and Theoretical Physics

Academic Supervisors: Prof Mihaela van der Schaar, Prof Andres Floto, and Dr Eoin
McKinney

Industry Supervisor: Dr Lea Goetz (GSK)
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2.5 VISITING STUDENTS AND RESEARCHERS

We have been proud to welcome visiting researchers and students from around the
world at CCAIM. To date, these have included:

Dr Sandro Radovanovi¢, Visiting Researcher, University of Belgrade - Faculty of Or-
ganisational Sciences (FOS)

Dr Andrija Petrovi¢, Visiting Researcher, University of Belgrade - Faculty of Organ-
isational Sciences (FOS)

Dr Andriy Melnyk, Visiting Researcher, Universita Cattolica del Sacro Cuore -
Facolta di Medicina e chirurgia - Sede di Roma (Catholic University of the Sacred
Heart - Faculty of Medicine and Surgery - Rome Office)

Paul Hilders, Visiting Student, MSc. Student Artificial Intelligence at the University
of Amsterdam

Omer Noy, Visiting Student, Tel Aviv University

Lasse Hansen, Visiting Student, Department of Clinical Medicine, Health, Aarhus
University, Denmark

2.6 CENTRE STAFF

Evgeny Saveliev, Research Engineer
Robert Davis, Research Engineer

Andreas Bedorf, Communications Manager

Mihaela Anca, Centre Coordinator


https://ccaim.cam.ac.uk/visitors/

3 ACHIEVEMENTS

3.1 PAPERS
This section lists papers written by PhD students funded by CCAIM and papers writ-
ten by CCAIM Faculty.

The papers listed below (abstracts are available in the Appendix) fall under three
categories: (i) machine learning papers (published or submitted at key confer-
ences such as NeurlPS, ICML, ICLR); (i) medical papers (published in, or submitted
to, medical journals); and (iii) scientific papers (published in or submitted to a di-
versity of scientific journals).

3.1.1 OUTPUTS FROM CCAIM PHD STUDENTS
(i) Alex Norcliffe (started Oct 2021)

e A. Norcliffe, M. Deisenroth. Faster Training of Neural ODEs using GauB3-Le-
gendre Quadrature. Transactions on Machine Learning Research (2023). Link

. A. Norcliffe, L. Proleev, D. Mincu, F. Lee Hartsell, K. Heller, S. Roy. Benchmark-
ing Continuous Time Models for Predicting Multiple Sclerosis Progression.
Transactions on Machine Learning Research (2023). Link

(ii) Charles Harris (started October 2021)

e C.Harris, K. Didi, A.R. Jamasb, C. K. Joshi, S. V. Mathis, P. Lio, T. Blundell. Bench-
marking Generated Poses: How Rational is Structure-based Drug Design with

Generative Models? EBI Computational Structural Biology Conference (2023).
Link

e A Jamasb, A. Morehead, Z. Zhang, C. Joshi, K. Didi, S. Mathis, C. Harris, J. Tang,
J. Cheng, P. Lio, T. Blundell. Evaluating Representation Learning on the Protein

Structure Universe. NeurlPS Machine Learning in Structural Biology Workshop
(2023). Link

e J. Torge, C. Harris, S. V. Mathis, P. Lio. DiffHopp: A Graph Diffusion Model for
Novel Drug Design via Scaffold Hopping. ICML WCB (2023). Link

e C.K.Joshi, A. R. Jamasb, R. Vifas, C. Harris, S. Mathis, P. Lio. Multi-State RNA
Design with Geometric Multi-Graph Neural Networks. ICML WCB (2023). Link

e C. Harris, K. Didi, A. Schneuing, Y. Du, A. R. Jamasb, M. Bronstein, B. Correia, P.
Lio, T. Blundell. Flexible Small-Molecule Design and Optimization with Equivar-
iant Diffusion Models. ICLR MLDD Workshop (2023). Link
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https://eur03.safelinks.protection.outlook.com/?url=https%3A%2F%2Fopenreview.net%2Fforum%3Fid%3Df0FSDAy1bU&data=05%7C01%7Cma2069%40cam.ac.uk%7Ccfb3b48d99104cd3b36c08dbeab2f272%7C49a50445bdfa4b79ade3547b4f3986e9%7C1%7C0%7C638361826510469706%7CUnknown%7CTWFpbGZsb3d8eyJWIjoiMC4wLjAwMDAiLCJQIjoiV2luMzIiLCJBTiI6Ik1haWwiLCJXVCI6Mn0%3D%7C3000%7C%7C%7C&sdata=WRTRXAAftGGAfI3vjVQ1tgiidcTQQNymuiTizmF22h8%3D&reserved=0
https://eur03.safelinks.protection.outlook.com/?url=https%3A%2F%2Fopenreview.net%2Fforum%3Fid%3D2uMnAwWnRy&data=05%7C01%7Cma2069%40cam.ac.uk%7Ccfb3b48d99104cd3b36c08dbeab2f272%7C49a50445bdfa4b79ade3547b4f3986e9%7C1%7C0%7C638361826510469706%7CUnknown%7CTWFpbGZsb3d8eyJWIjoiMC4wLjAwMDAiLCJQIjoiV2luMzIiLCJBTiI6Ik1haWwiLCJXVCI6Mn0%3D%7C3000%7C%7C%7C&sdata=fzijgKtZAgRSOI6sWdRwKIsvjYQsUrmG1zYDRa9Plg4%3D&reserved=0
https://eur03.safelinks.protection.outlook.com/?url=https%3A%2F%2Farxiv.org%2Fabs%2F2308.07413&data=05%7C01%7Cma2069%40cam.ac.uk%7Ce8b0f5ff9c6f48bb49a608dbef817bbd%7C49a50445bdfa4b79ade3547b4f3986e9%7C1%7C0%7C638367111624567266%7CUnknown%7CTWFpbGZsb3d8eyJWIjoiMC4wLjAwMDAiLCJQIjoiV2luMzIiLCJBTiI6Ik1haWwiLCJXVCI6Mn0%3D%7C3000%7C%7C%7C&sdata=hwG9ULfAfZ28fmeQjVDM3IJpLSsJzfuTw07sb0bFMBU%3D&reserved=0
https://www.mlsb.io/papers_2023/Evaluating_Representation_Learning_on_the_Protein_Structure_Universe.pdf
https://eur03.safelinks.protection.outlook.com/?url=https%3A%2F%2Farxiv.org%2Fabs%2F2308.07416&data=05%7C01%7Cma2069%40cam.ac.uk%7Ce8b0f5ff9c6f48bb49a608dbef817bbd%7C49a50445bdfa4b79ade3547b4f3986e9%7C1%7C0%7C638367111624723562%7CUnknown%7CTWFpbGZsb3d8eyJWIjoiMC4wLjAwMDAiLCJQIjoiV2luMzIiLCJBTiI6Ik1haWwiLCJXVCI6Mn0%3D%7C3000%7C%7C%7C&sdata=NaVUdQRZSbg%2FJ7b7f9qUaO0ME7gVe1RrmeTbc5g3EXE%3D&reserved=0
https://eur03.safelinks.protection.outlook.com/?url=https%3A%2F%2Farxiv.org%2Fabs%2F2305.14749&data=05%7C01%7Cma2069%40cam.ac.uk%7Ce8b0f5ff9c6f48bb49a608dbef817bbd%7C49a50445bdfa4b79ade3547b4f3986e9%7C1%7C0%7C638367111624723562%7CUnknown%7CTWFpbGZsb3d8eyJWIjoiMC4wLjAwMDAiLCJQIjoiV2luMzIiLCJBTiI6Ik1haWwiLCJXVCI6Mn0%3D%7C3000%7C%7C%7C&sdata=XiXIkUlfvvqQdIK0h8rB4JaVfA6p%2Bl9Iho7DKAOmBAU%3D&reserved=0
https://eur03.safelinks.protection.outlook.com/?url=https%3A%2F%2Fdrive.google.com%2Ffile%2Fd%2F11kSYs6WYAg2_D0HtF8NxG7e6dUGQcVaL%2Fview%3Fpli%3D1&data=05%7C01%7Cma2069%40cam.ac.uk%7Ce8b0f5ff9c6f48bb49a608dbef817bbd%7C49a50445bdfa4b79ade3547b4f3986e9%7C1%7C0%7C638367111624723562%7CUnknown%7CTWFpbGZsb3d8eyJWIjoiMC4wLjAwMDAiLCJQIjoiV2luMzIiLCJBTiI6Ik1haWwiLCJXVCI6Mn0%3D%7C3000%7C%7C%7C&sdata=qQK%2FroVSEOfGt8uO9odL%2BvdUBy1RpqL427VWLtP2cS8%3D&reserved=0
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(iii) Tennison Liu (started February 2022)

e T. Liu, J. Berrevoets, Z. Qian, M. van der Schaar. Learning Representations with-
out Compositional Assumptions. Proceedings of Machine Learning Research
(2023). Link

o A Jeffares, T. Liu, J. Crabbé, M. van der Schaar. Joint Training of Deep Ensem-
bles Fails Due to Learner Collusion. NeurlPS (2023). Link

(iv) Julien Horwood (started October 2022)

e W.Chen*, J. Horwood*, J. Heo, J. M. Hernandez-Lobato. Leveraging Task Struc-
tures for Improved Identifiability of Neural Network Representations. Workshop
on Spurious Correlations, Invariance and Stability ICML (2023). Link

(v) Max Zhu (started October 2022)

e M. Zhu, J. Yao, M. Mynatt, H. Pugzlys, S. Li, C. Jia, Q. Zhao. Active Learning for
Discovering Complex Phase Diagrams with Gaussian Processes. Machine Learn-
ing and the Physical Sciences Workshop, NeurlPS (2023). Link

e M. Zhu, S. Stanivuk, A. Petrovic, M. Nikolic, P. Lio. Incorporating LLM Priors into
Tabular Learners. Table Representation Learning Workshop at NeurlPS (2023).
Link

(v) Maciej Wiatrak (started October 2022)

e M. Wiatrak, A. Weimann, A. Dinan, M. Brbi¢, R. A. Floto. Sequence-based mod-
elling of bacterial genomes enables accurate antibiotic resistance prediction. bi-
oRxiv (2024). Link

3.1.2 CCAIM-SUPPORTED OUTPUTS FROM FACULTY & ASSOCIATE
FACULTY

The following papers are authored by two or more CCAIM faculty members, provid-
ing clear evidence of collaboration both emerging through CCAIM and translating
into practical applications.

e A. Chan, R. Peck, M. Gibbs, M. van der Schaar. Synthetic Model Combination: A
new machine-learning method for pharmacometric model ensembling. CPT: Phar-
macometrics & Systems Pharmacology (2023). Link

e Yuchao Qin, Ahmed Alaa, Andres Floto, Mihaela van der Schaar. External validity
of machine learning-based prognostic scores for cystic fibrosis: A retrospective
study using the UK and Canadian registries. PLOS Digit Health (2023). Link

e F.Imrie, B. Cebere, E. F. McKinney, M. van der Schaar. AutoPrognosis 2.0: Democ-

ratizing Diagnostic and Prognostic Modeling in Healthcare with Automated Machine
Learning. PLOS Digital Health (2023). Link


https://proceedings.mlr.press/v202/liu23c.html
https://openreview.net/forum?id=WpGLxnOWhn
https://eur03.safelinks.protection.outlook.com/?url=https%3A%2F%2Farxiv.org%2Fpdf%2F2306.14861.pdf&data=05%7C01%7Cma2069%40cam.ac.uk%7Cc48d12fcc8ea4d171e9d08dbef2ed5ae%7C49a50445bdfa4b79ade3547b4f3986e9%7C1%7C0%7C638366756649937081%7CUnknown%7CTWFpbGZsb3d8eyJWIjoiMC4wLjAwMDAiLCJQIjoiV2luMzIiLCJBTiI6Ik1haWwiLCJXVCI6Mn0%3D%7C3000%7C%7C%7C&sdata=Ikq1YcEWp%2B2B73EyImllrk%2FKIKeIR3RgKul9johjQMQ%3D&reserved=0
https://ml4physicalsciences.github.io/2023/files/NeurIPS_ML4PS_2023_178.pdf
https://arxiv.org/abs/2311.11628
https://www.biorxiv.org/content/10.1101/2024.01.03.574022v1
https://ascpt.onlinelibrary.wiley.com/doi/10.1002/psp4.12965
https://journals.plos.org/digitalhealth/article?id=10.1371/journal.pdig.0000179
https://journals.plos.org/digitalhealth/article?id=10.1371/journal.pdig.0000276

T. Callender, M. van der Schaar. Automated machine learning as a partner in pre-
dictive modelling. The Lancet Digital Health (2023). Link

K. Stankeviciute, J.-B. Woillard, R. W. Peck, P. Marquet, M. van der Schaar. Bridging
the worlds of pharmacometrics and machine learning. Clinical Pharmacokinetics
(2023). Link

Z. Qian, T. Callender, B. Cebere, S. M. Janes, N. Navani, M. van der Schaar. Syn-
thetic data for privacy-preserving clinical risk prediction. medRxiv (2023). Link

T. Callender, F. Imrie, B. Cebere, N. Pashayan, N. Navani, M. van der Schaar, S. M.
Janes. Assessing eligibility for lung cancer screening: Parsimonious multi-country
ensemble machine learning models for lung cancer prediction. medRxiv (2023). Link

T. Callender, F. Imrie, B. Cebere, N. Pashayan, N. Navani, M. van der Schaar, S. M.
Janes. Assessing eligibility for lung cancer screening using parsimonious ensemble
machine learning models: A development and validation study. PLOS Medicine
(2023). Link

A. Norcliffe*, B. Cebere*, F. Imrie, P. Lid, M. van der Schaar. Survival GAN: Generat-
ing time-to-event Data for Survival Analysis. AISTATS (2023). Link

M. Zhu, K. Kobalczyk, A. Petrovic, M. Nikolic, M. van der Schaar, B. Delibasic, P. Lio.

Tabular Few-Shot Generalization Across Heterogeneous Feature Spaces. arXiv
(2023). Link

A. Bisercic, M. Nikolic, M. van der Schaar, B. Delibasic, P. Li®, A. Petrovic. Interpret-
able Medical Diagnostics with Structured Data Extraction by Large Language Mod-
els. arXiv (2023). Link

Tripp A., Bacallado S., Singh S., Hernandez-Lobato J. M., Tanimoto Random Fea-
tures for Scalable Molecular Machine Learning. NeurlPS 2023. Link

Other papers written by CCAIM Faculty.

P. L. Langlois, F. Imrie, M. A. Geraldo, T. Wingert, N. Lahrichi, M. van der Schaar, M.
Cannesson. Novel Preoperative Risk Stratification Using Digital Phenotyping Apply-
ing a Scalable Machine Learning Approach. Anesthesia & Analgesia (2023). Link

J. Berrevoets, N. Seedat, F. Imrie, M. van der Schaar. Differentiable and Transport-
able Structure Learning. ICML (2023). Link

A. Curth, M. van der Schaar. In Search of Insights, Not Magic Bullets: Towards De-
mystification of the Model Selection Dilemma in Heterogeneous Treatment Effect
Estimation. ICML (2023). Link

A. Curth, A. Hiytk, M. van der Schaar. Adaptive Identification of Populations with
Treatment Benefit in Clinical Trials: Machine Learning Challenges and Solutions.
ICML (2023). Link

T. Vanderschueren*, A. Curth*, W. Verbeke, M. van der Schaar. Accounting For In-
formative Sampling When Learning to Forecast Treatment Outcomes Over Time.
ICML (2023). Link
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https://www.thelancet.com/journals/landig/article/PIIS2589-7500(23)00054-7/fulltext
https://link.springer.com/article/10.1007/s40262-023-01310-x
https://www.medrxiv.org/content/10.1101/2023.05.18.23290114.full.pdf
https://www.medrxiv.org/content/medrxiv/early/2023/01/29/2023.01.27.23284974.full.pdf
https://journals.plos.org/Plosmedicine/article?id=10.1371/journal.pmed.1004287
https://arxiv.org/abs/2302.12749
https://arxiv.org/abs/2311.10051
https://arxiv.org/pdf/2306.05052
https://arxiv.org/abs/2306.14809
https://journals.lww.com/anesthesia-analgesia/abstract/9900/novel_preoperative_risk_stratification_using.672.aspx
https://arxiv.org/abs/2206.06354
https://arxiv.org/abs/2302.02923
https://arxiv.org/abs/2208.05844
https://arxiv.org/abs/2306.04255
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B. van Breugel, Z. Qian, M. van der Schaar. Synthetic data, real errors: how (not) to
publish and use synthetic data. ICML (2023). Link

M. Abroshan, O. Giles, S. Greenbury, J. Roberts, M. van der Schaar, J. S. Steyn, A.
Wilson, M. Yong. Learning machines for health and beyond. arXiv (2023). Link

A.M. Alaa, A. L. Harris, M. van der Schaar. Matters Arising: PREDICT underestimates
survival of patients with HER2-positive early-stage breast cancer. npj Breast Cancer
(2023). Link

T. Liu, J. Berrevoets, Z. Qian, M. van der Schaar. Learning Representations Without
Compositional Assumptions. ICML (2023). Link

A. Jeffares, T. Liu, J. Crabbé, M. van der Schaar. Joint Training of Deep Ensembles
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ICLR (2023). Link
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tion in Time Domain Tasks for Medicine. arXiv (2023). Link
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Requirements: a Manifesto. arXiv (2023). Link
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Uncertainty-guided deep learning Pipeline for Automated Sleep Staging. arXiv
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Sex Differences in Heart Failure Following Acute Coronary Syndromes. JACC: Ad-
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J. Berrevoets, F. Imrie, T. Kyono, J. Jordon, M. van der Schaar. To Impute or not to
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son, A. Plank, M. Baird, R. A. Floto. Evaluation of a novel ELISA test using synthetic
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fections. Thorax (2023). Link

J. Antoran, R. Barbano, J. Leuschner, J. M. Hernandez-Lobato, B. Jin. Uncertainty
Estimation for Computed Tomography with a Linearised Deep Image Prior. Transac-
tions of Machine Learning Research (in press) (2023). Link

P. Morales-Alvarez, A. Schmidt, J.M. Hernandez-Lobato, R. Molina. Introducing in-
stance label correlation in multiple instance learning. Application to cancer detec-
tion on histopathological images. Pattern Recognition (in press) (2023). Link
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ing pipeline to identify drugs with the potential to inhibit SARS-CoV-2 replication.
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Z. Qiu, W. Liu, T. Z. Xiao, Z. Liu, U. Bhatt, Y. Luo, A. Weller, B. Schélkopf. Iterative
Teaching by Data Hallucination. AISTATS (2023). Link

A. S. Shamsabadi, S. C. Wyllie, N. Franzese, N. Dullerud, S. Gambs, N. Papernot, X.
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Trees. ICLR (2023). Link
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3.2 CODE, SOFTWARE RELEASE
(i) TemporAl: A Comprehensive Machine Learning for Medical Time-Series
Suite

People Involved: Evgeny Saveliev (Machine Learning Engineer, Software Engineer)
Key Links:

Website: https://www.temporai.vanderschaar-lab.com/

GitHub Repository: https://github.com/vanderschaarlab/temporai

Documentation: https://temporai.readthedocs.io/

Overview:
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Visualisation of key TemporAl Concepts. Left: problem settings; Right: the workflow.

TemporAl is a Machine Learning-centric time-series library for medicine. The tasks
that are currently of focus in TemporAl are: time-to-event (survival) analysis with
time-series data, treatment effects (causal inference) over time, and time-series pre-
diction. Data preprocessing methods, including missing value imputation for static
and temporal covariates, are provided. AutoML tools for hyperparameter tuning and
pipeline selection are also available.

How is TemporAl unique as a software library?

e Medicine-first: Focused on use cases for medicine and healthcare, such as
temporal treatment effects, survival analysis over time, imputation methods,
models with built-in and post-hoc interpretability. See methods.

e Fast prototyping: A plugin design allowing for on-the-fly integration of new
methods by the users.
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e From research to practice: Relevant novel models from research community
adapted for practical use.

A healthcare ecosystem vision: A range of interactive demonstration apps, new
medical problem settings, interpretability tools, data-centric tools etc. are planned.

A table illustrating TemporAl Methods.
Name Description Refer-
ence

Time-to-Event (survival) analysis over time

dynamic_deephit Dynamic-DeepHit incorporates the available longitudinal data comprising vari- | Paper
ous repeated measurements (rather than only the last available measurements)
in order to issue dynamically updated survival predictions

ts_coxph Create embeddings from the time series and use a CoxPH model for predicting | ---
the survival function

ts_xgb Create embeddings from the time series and use a SurvivalXGBoost model for | ---
predicting the survival function

Treatment effects: one-off treatment event
synctwin_regressor SyncTwin is a treatment effect estimation method tailored for observational stud- | Paper

ies with longitudinal data, applied to the LIP setting: Longitudinal, Irregular and
Point treatment.

Treatment effects: time series treatments
The Counterfactual Recurrent Network (CRN), a sequence-to-sequence model
crn_classifier that leverages the available patient observational data to estimate treatment ef- | Paper
fects over time.

The Counterfactual Recurrent Network (CRN), a sequence-to-sequence model
crn_regressor that leverages the available patient observational data to estimate treatment ef- | Paper
fects over time.

Prediction: one-off target

" Neural-net based classifier. Supports multiple recurrent models, like RNN, LSTM,
nn_{classifier,regressor}
Transformer etc.

de_{classifier, - . ) . . .
ode_{classifier,regres Classifier based on ordinary differential equation (ODE) solvers. -

sor}
cde_{classifier,regres- Classifier based Neural Controlled Differential Equations for Irregular Time Se-

. Paper
sor} ries.
laplace_ode_{classi- Classifier based Inverse Laplace Transform (ILT) algorithms implemented in
) Paper
fier,regressor} PyTorch.

Prediction: time series target

seq2seq_classifier Seq2Seq prediction, classification -

Preprocessing: multiple tools for scaling, imputation and feature encoding are provided.

State-of-the-art methods that we have developed, such as Counterfactual Recurrent
Networks and Dynamic DeepHit, are integrated, and we will continue adding future

methods to the appropriate tasks supported by TemporAl.
’~
i
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The library is designed with extendibility in mind, such that multiple methods and
algorithms from the research community can be added and benchmarked. Finally,
with this tool, we are looking to engage the following diverse audiences:

o ML research community,

. Healthcare/pharmacology industry,
. Medical data scientists,

. Data-oriented clinical professionals.

(ii) Datagnosis: Data-Centric Al library for measuring hardness categorization
People Involved: Robert Davis (Machine Learning Engineer, Software Engineer)
Key Links:

GitHub Repository: https://github.com/vanderschaarlab/Datagnosis

Documentation: https://datagnosis.readthedocs.io/en/latest/index.html|

User interface: https://colab.re-
search.google.com/drive/1PPcjl?jq6E4j3Qz0cZIObbQTaeK2gHbb

Overview:

Datagnosis is an open-source, Data-Centric, python package, which provides a
unified interface for state-of-the-art methods for hardness characterisation (HCM) of
data points. The methods include both the methods of the van der Schaar Lab and
the wider ML community and thus aims to be a one-stop-shop for hardness
characterisation. The package uses a plugin interface to make it as simple as
possible for users to implement their own methods and for methods to be added to
the package.

Method Type Description Score Reference
Characterizes data examples based on
Area Under the Mar- . the margin of a classifier - i.e. the differ- AUM Pa-
. Generic . Hard - low scores.
gin (AUM) ence between the logit values of the cor- per

rect class and the next class.

Confident learning estimates the joint dis-

Confident L . G __tribution of noisy and true labels — charac- Hard - | ] )
onfident Learnin eneric . ) ard - low scores earning
9 terizing data as easy and hard for misla- P
i aper
beling. rapet
Conf
Conf Agree Generic'A\greement measures the agreement of Hard - low scores Agree Pa-
d predictions on the same example.
per

Data-IQ computes the aleatoric uncer- Hard - low confidence

__tainty and confidence to characterize the scores. High Aleatoric ~ Data-1Q
Data IQ Generic . . . .
data into easy, ambiguous and hard ex-  Uncertainty scores define Paper
amples. ambiguous

Data Maps focuses on measuring variabil- Hard - low confidence ~ Data-Maps

Data M G i
ata iaps enerlcity(epis‘cemic uncertainty) and confidence scores. High Epistemic  Paper
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https://github.com/vanderschaarlab/Datagnosis
https://datagnosis.readthedocs.io/en/latest/index.html
https://colab.research.google.com/drive/1PPcjl9jq6E4j3Qz0cZIQbbQTaeK2qH6b
https://colab.research.google.com/drive/1PPcjl9jq6E4j3Qz0cZIQbbQTaeK2qH6b
https://arxiv.org/abs/2001.10528
https://arxiv.org/abs/2001.10528
https://arxiv.org/pdf/1911.00068.pdf
https://arxiv.org/pdf/1911.00068.pdf
https://arxiv.org/pdf/1911.00068.pdf
https://arxiv.org/pdf/1910.13427.pdf
https://arxiv.org/pdf/1910.13427.pdf
https://arxiv.org/pdf/1910.13427.pdf
https://arxiv.org/abs/2210.13043
https://arxiv.org/abs/2210.13043
https://arxiv.org/abs/2009.10795
https://arxiv.org/abs/2009.10795
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Method Type Description Score Reference
to characterize the data into easy, ambig- Uncertainty scores define

uous and hard examples. ambiguous
Gradient Normed . GraNd measures the gradient norm to . GraNd Pa-
Generic ) Hard - high scores
(GraNd) characterize data. per
EL2N calculates the L2 norm of error over EL2N Pa.
Error L2-Norm (EL2N) Generictraining in order to characterize data for Hard - high scores -
computational purposes. et
Forgetting scores analyze example transi-
tions through training. i.e., the time a Forgetting

Forgetting Generic Hard - high scores

sample correctly learned at one epoch is Paper
then forgotten.

Large Loss Generic Large Loss characterizgs data based on Hard - high scores Large Loss
sample-level loss magnitudes. Paper
Prototypicality calculates the latent space Prototvbi-

Prototypicalilty Generic clustering d!stance of the .sample tothe Hard - high scores calilty Pa-
class centroid as the metric to character- per

ize data.

VoG (Variance of gradients) estimates the
Genericvariance of gradients for each sample Hard - high scores VOG Paper

over training

Variance of Gradients
(VOG)

Active L i
ctive Learning ALLSH computes the KL divergence of

i Local - ALLSH Pa-
G,L.“(.jed by Local Sen Images softmax outputs between original and Hard - high scores St Pa
sitivity and Hardness per

(ALLSH) augmented samples to characterize data.

The methods available in the package.
The aim of this package is to score datapoints for how easy it is for a given model to

classify data points, visualise the score distributions and allow the user to extract
datapoints according to their own criteria based on the calculated scores.

The python interface is streamlined to allow users to calculate the HCM scores with
minimal requirements and input. Plugins are instantiated with a “plugin.get()" call,

then the plugin is *fit()" before the scores are viewed with “plot_scores()".
Target audience

With this software package, we are looking to engage the following diverse

audiences:

. ML research community,

. Medical data scientists,

J Data-oriented clinical professionals.


https://arxiv.org/abs/2107.07075
https://arxiv.org/abs/2107.07075
https://arxiv.org/abs/2107.07075
https://arxiv.org/abs/2107.07075
https://arxiv.org/abs/1812.05159
https://arxiv.org/abs/1812.05159
https://arxiv.org/abs/2106.00445
https://arxiv.org/abs/2106.00445
https://arxiv.org/abs/2206.14486
https://arxiv.org/abs/2206.14486
https://arxiv.org/abs/2206.14486
https://arxiv.org/abs/2008.11600
https://arxiv.org/abs/2205.04980
https://arxiv.org/abs/2205.04980

3.3 CCAIM SUMMER SCHOOL
CCAIM Summer School, 11 - 15 September 2023

CCAIM hosted the second iteration of the world’s first Summer School exclusively
focused on Al and Machine Learning for Healthcare. The Summer School brought
together almost 350 students, researchers, clinicians, and industry experts. The
talks provided an intense dive into the future of machine learning in healthcare, cov-
ering its potential for data interpretation, clinical trials, discovery, treatment effect
estimation, quantitative epistemology, causal deep learning, AutoML, graph neural
nets and applications in genomics, risk prediction, survival analysis, longitudinal
studies, visualisation, synthetic data and much more.

CCAIM provided 40 free places for AZ and GSK researchers to attend the highly
successful CCAIM Summer School. Additional paid registrations were taken up by
industry employees as well. The feedback has been very positive.

Participation
e 348 Participants
e 33 Speakers
e 26 Exhibition Talks by Participants

Breakdown
e Strong case for continuous learning
e Student Registrations - 285 (67%)
e Professionals - 137 (32%)

Interesting for all backgrounds
e Academic participants - 269 (77%)
e Clinicians - 27 (10%)
e Industry - 49 (14%)

An international event
e 191 Institutions
e UKD52(27%)
e World 139 (73%)
e UK-178 Participants (51%)
e World - 170 Participants (49%)

Top UK Institutions Top International Institutions
University of Cambridge Technical University Munich
University College London ETH Zurich

Imperial College London Politecnico Di Milano

King's College London MIT

University of Oxford University of California
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Feedback
Quotes

"Variety of talks, including variety of expertise level/complexity. | liked that there
were also talks from PhD students and particularly that there were talks from industry
partners not just academia or NHS."; "Extremely interesting cutting-edge topics, very
well presented.”; “Diverse topics and wide perspectives. Interesting and insightful
references throughout the talks”; “I really like the master classes that provided in the
summer school and the difficulty is quite suitable for me.”; “It was very well struc-
tured. | liked the flow of talks.”; “Variety of topics, involving frontline clinicians, net-
working opportunities, excellent speakers.”

Impact
Strong contribution to a rise in Twitter and LinkedIn subscribers.

3.4 SEMINAR SERIES

CCAIM hosts a series of free online seminars featuring internationally renowned
speakers: CCAIM Seminar Series

A recording of the seminars is available on the CCAIM YouTube channel.

Institute for Medi-
cal Engineering & | 20 Feb 2023
Science at MIT

Dr Marzyeh
Ghassemi

Machine Learning for Equitable
Health Systems

K A Review of artificial intelligence
Prof Jong Chul orea Advanced 9

Ve Institute of Science | 02 Feb 2023 | for medical imaging and diag-

&Technology nosis

University of Cam- Enhancing the Productivity of

Dr John Dudl . 17 Apr 2023 , ,
rronn Eudiey bridge Pr Joint Human-Machine Systems
Dr Emre&K|C|man é\/licrosof:] 24 May 2023 Causal ReLasoning and Large
Dr Amit Sharma caseare angtiage
A*Star C . APOLLO: Al driven national
*Star Centre for .
latf for CT -
Dr Lee Hwee Frontier Al Re. 11ul 2023 | P atform for C‘ .coronary angi
Kuan ography for clinical and indus-

search ) o
trial applications

Simulation and machine-learn-
Prof Victor Greiff | University of Oslo | 03 Nov 2023 | ing approaches for the predic-

tive design of biologics


https://ccaim.cam.ac.uk/seminar-series/
https://eur03.safelinks.protection.outlook.com/?url=https%3A%2F%2Fwww.youtube.com%2Fchannel%2FUCTM_lOgGecRWRPoGZFD6CbA&data=05%7C01%7Cfc414%40cam.ac.uk%7C6a5f7e5cd9ac4f4cad6a08da9a6de636%7C49a50445bdfa4b79ade3547b4f3986e9%7C0%7C0%7C637992094039323567%7CUnknown%7CTWFpbGZsb3d8eyJWIjoiMC4wLjAwMDAiLCJQIjoiV2luMzIiLCJBTiI6Ik1haWwiLCJXVCI6Mn0%3D%7C3000%7C%7C%7C&sdata=QKqbDa1Ue7%2FwR5OPq0iQ7X%2BGsNBUvSCGROptonsRSRQ%3D&reserved=0

3.5 CCAIM Al CLINIC

CCAIM Al Clinic, 21 June 2023, 4-5pm

The second instalment of the CCAIM Al clinics is part of a series of interactive sem-
inars from CCAIM faculty and data engineers to engage and interact with local
academic physicians and NHS staff to demonstrate the potential power of meth-
ods developed in the Centre. This year, it ran in tandem with the van der Schaar
Lab’s Revolutionizing Healthcare series. We had a very successful event which has
generated several new research projects. The recording can be found here.

16:00 — 16:05 // Session Overview
16:05 — 16:10 // Introduction to CCAIM software by Andres

- = synthcity
16:10 Thomas Callender - Synthetic data and what it can do for clinicians
16:20 Evgeny Saveliev - synthcity Demonstrator

e TemporAl

16:25 Andres Floto - TemporAl for longitudinal forecasting (time-to-event analysis)
16:35 Eoin McKinney - Interpretability, autoProg, treatment effects

16:45 Rob Davis - Interpretability Suite Demonstrator

16:55 Evgeny Saveliev - TemporAl: how to use it

17:00 — 17:15 // Discussion
17:15 - 17:20 // Closing comments

Structure of the Al Clinic on 21 June 2023
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https://www.youtube.com/watch?v=uU9leReJ3EE&feature=youtu.be
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3.6 EXPERT TALKS, SESSIONS OF INSPIRATION EXCHANGE AND
REVOLUTIONIZING HEALTHCARE

(a) Talks

Prof Mihaela van der Schaar

Event date: 10 January 2023

Venue/organiser: UiT Machine Learning Group and Visual Intelligence

Event name: Northern Lights Deep Learning Conference 2023

Title: Al for Science: Discovering diverse classes of equations in medicine and beyond
https://www.nldl.org/

Event date: 16 January 2023

Venue/organiser: Helmholtz Munich

Event name: International Symposium on Al for Health

Title: Al for Science: Discovering diverse classes of equations in medicine and beyond

Event date: 19 January 2023

Venue/organiser: Alan Turing Institute

Event name: Bridging machine learning and behaviour models

Title: Quantitative Epistemology: A machine learning field aimed at creating a new hu-
man-machine partnership
https://www.turing.ac.uk/research/interest-groups/bridging-machine-learning-and-be-
haviour-models

Event date: 25 January 2023
Venue/organiser: UCL
Event name: CMIC/WEISS Joint Seminar Series

Title: New Frontiers in Machine Learning Interpretability
https://ucl.zoom.us/j/99464005163?pwd=ZFdURkJ4TjJIeGVhbXpTclhuNEQWUTO09

Event date: 30 January 2023

Venue/organiser: UCL

Event name: Machine Learning MSc Seminar

Title: Discovering diverse classes of equations in medicine and beyond

Event date: 21 February 2023

Venue/organiser: Ethox Centre in Oxford, Nuffield Department of Population Health
Event name: Workshop on ethical Al

Title: “Sunlight is said to be the best of disinfectants”: Transparency is key to ethical Al
in healthcare

https://workshopedaim.sciencesconf.org/

Event date: 1 March 2023

Venue/organiser: The Royal Society, Prof Mihaela van der Schaar (University of Cam-
bridge), Astex Pharmaceuticals & AstraZeneca

Event name: Machine learning and Al in biological science, drug discovery and medi-
cine
https://royalsociety.org/science-events-and-lectures/2023/03/Al-ML-in-biology-tof/

€YY Event date: 6 March 2023
N Venue/organiser: Accenture Applied Intelligence



https://www.turing.ac.uk/research/interest-groups/bridging-machine-learning-and-behaviour-models
https://www.turing.ac.uk/research/interest-groups/bridging-machine-learning-and-behaviour-models
https://ucl.zoom.us/j/99464005163?pwd=ZFdURkJ4TjJIeGVhbXpTclhuNE9WUT09
https://workshopedaim.sciencesconf.org/
https://royalsociety.org/science-events-and-lectures/2023/03/AI-ML-in-biology-tof/

Event name: Chat to top 200 Executives in Accenture
Title: Innovative uses of synthetic data

Event date: 3 April 2023
Venue/organiser: Traumabase
Event name: ICU Talk
https://www.traumabase.eu/en US

Event date: 4 April 2023

Venue/organiser: NCI

Event name: NCl workshop on Cancer Al Research

Title: How can we build digital twins from complex, messy, incomplete and private real-
world clinical data

https://events.cancer.gov/aiwg/ai_imperfect data workshop

Event date: 6 April 2023

Venue/organiser: Université de Montpellier

Event name: Statlearn conference in Montpellier

Title: Adaptive Clinical Trials using sequential decision making
https://statlearn.sciencesconf.org/

Event date: 18 April 2023

Venue/organiser: IMSI

Event name: Machine Learning and Artificial Intelligence for Personalized Medicine
Title: Improving Clinical trials with Machine Learning: Discovering Governing Equations
in Medicine & Beyond
https://www.imsi.institute/activities/machine-learning-and-ai-for-personalized-medi-
cine/#schedule

Event date: 25 April 2023

Venue/organiser: Financial Times Live

Event name: Financial Times Digital Dialogue
Title: Digitalising Drug Discovery
https://digitisingdrugdiscovery.live.ft.com/

Event date: 11 May 2023

Venue/organiser: Grenoble Alpes University, Grenoble, France
Event name: Colloquium on 'Fundamental challenges in causality’
Title: Causal Deep Learning
https://quarter-on-causality.github.io/challenges/#speakers

Event date: 11 May 2023

Venue/organiser: J.P. Morgan

Event name: J.P. Morgan workshop

Title: Facilitating innovative use cases of synthetic data in different data modalities

Event date: 2 June 2023

Venue/organiser: McKinsey Cancer Center

Event name: 15th annual McKinsey Cancer Congress Series Symposium during ASCO
2023

Title: From chip to bedside - Oncology in silico R&D

Event date: 14 June 2023
Venue/organiser: ELLIS
Event name: ELLIS summer school
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https://www.traumabase.eu/en_US
https://events.cancer.gov/aiwg/ai_imperfect_data_workshop
https://statlearn.sciencesconf.org/
https://www.imsi.institute/activities/machine-learning-and-ai-for-personalized-medicine/#schedule
https://www.imsi.institute/activities/machine-learning-and-ai-for-personalized-medicine/#schedule
https://digitisingdrugdiscovery.live.ft.com/
https://quarter-on-causality.github.io/challenges/#speakers
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Title: Machine learning for healthcare and biology
https://www.idsai.manchester.ac.uk/connect/events/ellis-summer-school-2023/sched-
ule/

Event date: 14 June 2023
Venue/organiser: Moonfire

Event name: Moonfire Pulse 2023
Title: Can Al transform healthcare?

Event date: 15 June 2023

Venue/organiser: University of Maribor Faculty of Health Sciences
Event name: XAl-Healthcare 2023

Title: New frontiers in machine learning interpretability
https://www.um.es/medailab/events/XAl-Healthcare/

Event date: 26 June

Venue/organiser: University of Bonn

Event name: Industry Symposium on "Al in the Life Sciences"

Title: Transforming Healthcare: A Journey Through 5 Groundbreaking ML Innovations
https://www.scai.fraunhofer.de/en/events/industry-symposium-ai-life-sciences.html

Event date: 3 July 2023

Venue/organiser: PariSanté Campus, Paris

Event name: Al4H Paris Summer School

Title: The future of personalized medicine and its implications on the healthcare sys-
tems: A machine learning perspective

Event date: 7 July 2023

Venue/organiser: University of Antwerp

Event name: DSSV-ECDA 2023 conference

Title: Time: The next frontier in machine learning
https://iasc-isi.org/dssv-ecda2023/speakers/

Event date: 14 July 2023

Venue/organiser: Faculty of Electronics, Telecommunications and Information Technol-
ogy of the Technical University of lasi

Event name: 16th International Symposium on Signals, Circuits, and Systems (ISSCS
2023)

Title: Transforming Healthcare using Machine Learning
http://scs.etti.tuiasi.ro:81/isscs2023/

Event date: 29 July 2023

Venue/organiser: Hawaii Convention Center

Event name: DMLR@ICML'23

Title: Prescription for Perfect Data: Four Machine Learning Antidotes for Improving Data
https://dmlr.ai/

Event date: 29 July 2023

Venue/organiser: Hawaii Convention Center

Event name: Counterfactuals in Minds and Machines Workshop@ICML'23
Title: Causal Deep Learning
https://sites.google.com/view/counterfactuals-icml/



https://www.idsai.manchester.ac.uk/connect/events/ellis-summer-school-2023/schedule/
https://www.idsai.manchester.ac.uk/connect/events/ellis-summer-school-2023/schedule/
https://www.um.es/medailab/events/XAI-Healthcare/
https://www.scai.fraunhofer.de/en/events/industry-symposium-ai-life-sciences.html
https://iasc-isi.org/dssv-ecda2023/speakers/
http://scs.etti.tuiasi.ro:81/isscs2023/
https://dmlr.ai/
https://sites.google.com/view/counterfactuals-icml/

Event date: 29 July 2023

Venue/organiser: Hawaii Convention Center

Event name: Counterfactuals in Minds and Machines Panel@ICML'23
Title: The role of counterfactuals in explainable Al and ML for healthcare.
https://sites.google.com/view/counterfactuals-icml/

Event date: 10 August 2023

Venue/organiser: Long Beach Convention & Entertainment Center
Event name: KDD 2023

Title: Time: The next frontier for machine learning
https://kdd.org/kdd2023/

Event date: 31 August 2023

Venue/organiser: University of Milano Bicocca

Event name: 44th Annual Conference of the International Society for Clinical Biostatis-
tics

Title: Automated machine learning as a partner in predictive modelling
https://www.iscb2023.info/

Event date: 1 September 2023

Venue/organiser: Health Data Science Centre of Human Technopole

Event name: Seminar at the Health Data Science Centre of Human Technopole

Title: From Theory to Bedside: Clinician-Centric Machine Learning for Tangible Impact

Event date: 6 September 2023

Venue/organiser: Royal Statistical Society

Event name: RSS International Conference 2023

Title: My Enemy's Enemy is My Friend: How Statisticians and Machine Learners Should
Work Together to Build a Better World

Event date: 12 September 2023

Venue/organiser: Hasso-Plattner Institut in Potsdam, Germany
Event name: AutoML 2023

Title: Data-Centric Al and the importance of AutoML
https://2023.automl.cc/

Event date: 13 September 2023

Venue/organiser: Hasso-Plattner Institut in Potsdam, Germany

Event name: AutoML 2023

Title: Patterns, Prognosis, and Pitfalls: AutoML's Unique Challenges in Healthcare
https://2023.automl.cc/

Event date: 18 September 2023

Venue/organiser: PoliTo

Event name: AIMLAI

Title: Turning the lights on inside the black box: New frontiers in machine learning in-
terpretability from time-series to causal inference to unsupervised learning
https://project.inria.fr/aimlai/

Event date: 19 September 2023

Venue/organiser: Fontana di Trevi Conference Centre, Rome, Italy

Event name: IEEE MLSP 2023

Title: From theory to bedside: Clinician-centric machine learning for tangible impact
https://2023.ieeemlsp.org/
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Event date: 5 October 2023

Venue/organiser: Bosch Center for Artificial Intelligence

Event name: Bosch Distinguished Lecture Series on Machine Learning
Title: Synthetic Data: Powerful creation not second rate copy
https://www.bosch-ai.com/research/distinguished-lecture-series/

Event date: 9 October 2023

Venue/organiser: Hynes Convention Center in Boston, Massachusetts

Event name: iwCLL2023 Conference

Title: Anticipated Role of Al/Machine Learning in Research and Treatment of CLL and
Other Malignancies

https://iwcll2023.org/program/iwcll-program/#

Event date: 9 October 2023

Venue/organiser: Vancouver Convention Centre Canada
Event name: MICCAI 2023

Title: Synthetic Data: Powerful creation not second rate copy
https://conferences.miccai.org/2023/en/

Event date: 10 October 2023
Venue/organiser: Sheraton Porto Hotel & Spa, Porto Portugal
Event name: 26th International Conference on Discovery Science

Title: New Frontiers in Machine Learning for Discovery Science
https://ds2023.inesctec.pt/?page id=255

Event date: 17 October 2023

Venue/organiser: Department of Medicine, Cambridge

Event name: Al in Medicine joint Cambridge-Singapore Symposium
Title:

https://www.eventbrite.co.uk/e/machine-learning-artificial-intelligence-medicine-tick-
ets-704693245467

Event date: 26 October 2023

Venue/organiser:

Event name: Synthetic data generation for health Seminar
Title: Synthetic Data: Powerful creation not second rate copy

Event date: 26 October 2023

Venue/organiser: Queen Mary University of London

Event name: Causal XAl Workshop

Title: Benchmarking Heterogeneous Treatment Effect Models through the Lens of XAl
https://minds.gmul.ac.uk/index.php/causal-xai-workshop/

Event date: 31 October 2023

Venue/organiser: The Royal Statistical Society

Event name: RSS Al Fringe event

Title: Evaluating artificial intelligence: How data science and statistics can make sense
of Al models
https://rss.org.uk/training-events/events/events-2023/rss-events/evaluating-artificial-
intelligence-how-data-scienc/#fulleventinfo

Event date: 10 November 2023

™~ Venue/organiser: Danish Cancer Society

Event name: Danish cancer conference


https://www.bosch-ai.com/research/distinguished-lecture-series/
https://iwcll2023.org/program/iwcll-program/
https://conferences.miccai.org/2023/en/
https://ds2023.inesctec.pt/?page_id=255
https://www.eventbrite.co.uk/e/machine-learning-artificial-intelligence-medicine-tickets-704693245467
https://www.eventbrite.co.uk/e/machine-learning-artificial-intelligence-medicine-tickets-704693245467
https://minds.qmul.ac.uk/index.php/causal-xai-workshop/
https://rss.org.uk/training-events/events/events-2023/rss-events/evaluating-artificial-intelligence-how-data-scienc/#fulleventinfo
https://rss.org.uk/training-events/events/events-2023/rss-events/evaluating-artificial-intelligence-how-data-scienc/#fulleventinfo

Event date: 11 November 2023

Venue/organiser: GIS MOTC Convention Center, Taiwan

Event name: ATEaM founding conference

Title: Machine learning in healthcare and AutoPognosis 2.0. What are the opportunities
for the clinician and informatician?
https://adtransmed.blogspot.com/p/founding-conference-on-nov-11.html

Event date: 13 November 2023

Venue/organiser: UCL Al Society

Event name: UCL Al Society's Journal Club Event

Title: Next Frontiers on Reality-centric Machine Learning: From theory to algorithms
https://uclaisociety.co.uk/

Event date: 16 November 2023

Venue/organiser: Google

Event name: Breaking Through

Title: Crafting the Future: The Decisive Influence of Women in Al and Data
https://rsvp.withgoogle.com/events/breaking-through-a-women-in-data-initiative-con-
ference

Event date: 21 November 2023

Venue/organiser: The Institute for Medical Data Science (IMDS)

Event name: UW's Medical Data Science Seminar

Title: Pushing Medical Frontiers: Al-Driven Breakthroughs in Medicine
https://myemail.constantcontact.com/Medical-Data-Science-Seminar-NEXT-Tuesday--
November-21st-at-1pm-PT.html?soid=1140027809300&aid=bAiFD26vOfk

Event date: 22 November 2023
Venue/organiser: Université de Limoges
Event name: French consortium DIGPHAT

More talks can be found on the link below.
https://www.vanderschaar-lab.com/prof-mihaela-van-der-schaars-speaking-engage-
ments/

Prof Andres Floto FMed Sci

Event date: November 2023
Venue/organiser: North American CF Conference Invited Symposium
Invited talk: Transforming CF care through machine learning and artificial intelligence

Event date: September 2023
Venue/organiser: CCAIM Summer School
Invited talk: Transforming CF care through machine learning and artificial intelligence

Professor José Miguel Hernandez-Lobato

Event date: November 2023

Venue/organiser: AutoML Fall School 2023, Munich, Germany

Keynote talk: Flexible and Scalable Optimization of Hyperparameters with Hypergradi-
ents

ISAB Report January 2024

rzs


https://a4transmed.blogspot.com/p/founding-conference-on-nov-11.html
https://uclaisociety.co.uk/
https://rsvp.withgoogle.com/events/breaking-through-a-women-in-data-initiative-conference
https://rsvp.withgoogle.com/events/breaking-through-a-women-in-data-initiative-conference
https://myemail.constantcontact.com/Medical-Data-Science-Seminar-NEXT-Tuesday--November-21st-at-1pm-PT.html?soid=1140027809300&aid=bAiFD26vOfk
https://myemail.constantcontact.com/Medical-Data-Science-Seminar-NEXT-Tuesday--November-21st-at-1pm-PT.html?soid=1140027809300&aid=bAiFD26vOfk
https://www.vanderschaar-lab.com/prof-mihaela-van-der-schaars-speaking-engagements/
https://www.vanderschaar-lab.com/prof-mihaela-van-der-schaars-speaking-engagements/

ISAB Report January 2024

Event date: November 2023
Venue/organiser: UCL DeepMind/ELLIS CSML Seminar Series, London, UK
Invited talk: Normalizing Flows for Molecular Modeling

Event date: November 2023
Venue/organiser: Mgller Institute, Cambridge, United Kingdom
Invited panellist: Machine Learning: Portents and Possibilities Workshop

Event date: October 2023

Venue/organiser: Huawei Thames Summit & European Innovation Star Workshop, Cam-
bridge UK

Invited talk: Normalizing Flows for Molecular Modeling

Event date: October 2023

Venue/organiser: Al in Medicine joint Cambridge-Singapore one day Symposium, Cam-
bridge, UK

Invited talk: Missing Data Acquisition with Deep Generative Models

Event date: July 2023
Venue/organiser: Shanghai Al Lab, Shanghai, China
Invited talk: Advances in Molecular Design with Deep Generative Models

Event date: July 2023

Venue/organiser: Cambridge ELLIS Summer School in Probabilistic Machine Learning.
Department of Computer Science and Technology, University of Cambridge

Invited talk: Normalizing flows for molecular modelling

Event date: July 2023

Venue/organiser: ICML workshop on Neural Compression: From Information Theory to
Applications, ICML, Hawaii, USA

Keynote talk: Relative Entropy Coding

Event date: June 2023

Venue/organiser: ELLIS summer school on Machine Learning for Healthcare and Biol-
ogy, Manchester, UK.

Invited tutorial: Machine Learning for Healthcare and Biology

Event date: June 2023
Venue/organiser: Machine Learning Summer School ML4Science, Krakéw, Poland.
Invited tutorial: Machine Learning Summer School ML4Science

Event date: May 2023
Venue/organiser: Turing Al Fellows workshop, Museum of Natural Sciences, London
Invited talk: Deep Generative Models for Improved Molecular Simulations

Event date: May 2023

Venue/organiser: Launch of the Centre for Causality. MRC Biostatistics Unit, University
of Cambridge

Invited talk: Causality and the Cambridge Machine Learning Group

Event date: May 2023
Venue/organiser: Relative Entropy Coding
Invited talk: London Symposium of Information Theory (LSIT), Imperial College London

Event date: April 2023
Venue/organiser: The mathematical and statistical foundation of future data-driven en-

¢~ gineering, Data Driven Optimisation, workshop. Isaac Newton Institute, Cambridge, UK



Invited talk: Meta-learning Adaptive Deep Kernel Gaussian Processes for Molecular
Property

Event date: March 2023

Venue/organiser: Sydney-Sussex College, Cambridge, UK

Invited talk: Methods for approximate Bayesian inference. DL for Infectious Diseases
workshop (Feb 2023), by Cambridge Infectious Diseases IRC & Cambridge Centre for
Al in Medicine

Event date: March 2023

Venue/organiser: Queen Elizabeth Il Centre in Westminster, London

Invited talk: Deep Generative Models for Improved Molecular Simulations. Al UK, na-
tional showcase of Al and data science research

Event date: January 2023

Venue/organiser: Centre for Mathematical Sciences, Wilberforce Road, Cambridge, UK
Invited talk: Introduction to the Cambridge Machine Learning Group. Collaboration Day
for Interdisciplinary Data Science and Al Research

Professor Pietro Lio

D. Kazhdan, B. Dimanov, L. C. Magister, P. Barbiero, M. Jamnik, P. Lio. GCI: A (G)raph
(C)oncept (I)nterpretation Framework. Machine Learning for Drug Discovery Workshop
at ICLR (2023). Link

X. Zhao, H. Stark, D. Beaini, Y. Zhao, P. Lio. Task-Agnostic Graph Neural Network Eval-
uation via Adversarial Collaboration. Machine Learning for Drug Discovery (MLDD)
Workshop at ICLR (2023). Link

Professor Eoin McKinney

Event date: 17 October 2023

Venue/organiser: St Catharine's College, Trumpington Street Cambridge CB2 1RL
Invited talk: Machine Learning, Artificial Intelligence & Medicine. The 2023 Joint Cam-
bridge-Singapore Symposium

Dr Namshik Han

Artificial Intelligence & Biomedicine Symposium in San Francisco, USA

UK-Korea Advanced Biomedical Research Symposium in Cambridge, UK
International Biomedical Engineering Conference in Seoul, S Korea

Al Pharma Korea 2023 in Seoul, S Korea

The 6th Crick Data Challenge in London, UK

Innovation Forum Healthcare 2.0 in London, UK

Cytiva Life Science Conference 2023 in Cambridge, UK

Cambridge Centre for Data-Driven Discovery Annual Symposium in Cambridge, UK
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CCAIM PhD student Charles Harris (started October 2021)

Nov 2023 - VantAl "Al in Drug Discovery Seminar Series" - NYC, USA

Aug 2023 - AstraZeneca Al Journal Club - Cambridge, UK

Aug 2023 - Genesis Therapeutics - San Francisco, USA

Aug 2023 - Merck - San Francisco, USA

Jun 2023 - Cambridge Cheminformatics Network meeting - University of Cambridge
May 2023 - Imperial College Computational Biology Conference - Imperial College Lon-
don

Apr 2023 - AstraZeneca - Cambridge, UK

Apr 2023 - IBM Research - Zurich, Switzerland

Mar 2023 - Al UK Conference (Demonstrator) - QEll Conference Centre, Westminster

(b) WeCREATE

WeCREATE is a series of stimulating, inspiring bootcamps for female students and
young professionals, dispelling myths and highlighting the creative promise of Al/ma-
chine learning/engineering/computer science careers. Featuring invited guests/panel-
lists at the top of their fields.

On 18 May 2023 we discussed the crucial topic of Responsible Al with our three amazing
panelists: Dr_Jenn Wortman Vaughan (Sr. Principal Researcher, Microsoft Research,
NYC), Dr Lea Goetz (Senior Al/ML Engineer, Responsible Al, GSK), and Dr Emily Den-
ton (Staff Research Scientist, Google). The recording can be watched on YouTube.

(c) CCAIM Workshops

Event date: 30 November 2023

Event name: Data-Centric Al for Reliable and Responsible Al: From Theory to Practice
We dive in discovering the significant paradigm shift in Al — from building more power-
ful models to leveraging Al for enhancing the quality of data and testing of Al models.
NeurlPS 2023 Preview: Data-Centric Al for reliable and responsible Al (cam.ac.uk)

(d) Inspiration Exchange
AISTATS & ICLR Preview 2023 on 18 April 2023, involving Tennison Liu

Treatment effect estimation and ML for Clinical Trials on 12 June 2023, involving Dr Tom
Diethe (AZ)

Data-Centric Al on 2 October 2023, involving Robert Davis

Other Inspiration Exchange sessions organized by Fergus Imrie and Tennison Liu and
led by Prof Mihaela van der Schaar:

Synthetic Data on 1 February 2023

Causal Deep Learning on 28 February 2023

Revolutionizing Clinical Trials with Machine Learning on 21 March 2023

1 2nd AISTATS & ICLR Preview 2023 on 23 May 2023

Synthetic Data & Simulators on 6 November 2023



https://www.youtube.com/watch?v=nWDzUcoDM7w
https://www.youtube.com/watch?v=H-NcX6xrpZY
https://www.microsoft.com/en-us/research/people/jenn/
https://uk.linkedin.com/in/lea-goetz-neuroscience
https://www.linkedin.com/in/emily-denton-23331a20
https://www.linkedin.com/in/emily-denton-23331a20
https://www.youtube.com/watch?v=zNNMrr2UUGI&list=PLWSpBq92xubhNtKpcrYlloTjdcQCj60PG&index=6
https://ccaim.cam.ac.uk/neurips-2023-preview-data-centric-ai-for-reliable-and-responsible-ai/
https://www.youtube.com/watch?v=pagxatn7xNw&list=PLWSpBq92xubirxbQB0i5NqE8lgw7w0KPz&index=6
https://www.youtube.com/watch?v=sJpmpH2KYfc&list=PLWSpBq92xubirxbQB0i5NqE8lgw7w0KPz&index=4
https://www.youtube.com/watch?v=jg0NAkNbOSg&list=PLWSpBq92xubirxbQB0i5NqE8lgw7w0KPz&index=3
https://www.youtube.com/watch?v=pNaQnSM1S0M&list=PLWSpBq92xubirxbQB0i5NqE8lgw7w0KPz&index=9&t=11s
https://www.youtube.com/watch?v=oYnBMj_VjPI&list=PLWSpBq92xubirxbQB0i5NqE8lgw7w0KPz&index=8
https://www.youtube.com/watch?v=t3xeMyaPvR4&list=PLWSpBq92xubirxbQB0i5NqE8lgw7w0KPz&index=7
https://www.youtube.com/watch?v=Twu4O4MCloc&list=PLWSpBq92xubirxbQB0i5NqE8lgw7w0KPz&index=5
https://www.youtube.com/watch?v=TmRUk2VCOcU&list=PLWSpBq92xubirxbQB0i5NqE8lgw7w0KPz&index=2

(e) Revolutionizing Healthcare
Here are the Revolutionizing Healthcare sessions involving CCAIM clinicians:

Machine Learning Interpretability on 18 January 2023, guest Prof Eoin McKinney

Practical steps for using machine learning in your clinical work on 16 February 2023,

guest Dr Tom Callender

Using Machine Learning in my clinical work: Second session on data on 19 April 2023,
guest Dr Ari Ercole

Machine Learning for extracting and enhancing clinical expertise on 17 May 2023,
guests Dr Alexander Gimson & Prof Eoin McKinney

RH27: Al Clinic: State-of-the-art open-source software packages from the van der Schaar
Lab and CCAIM on 21 June 2023, guests Prof Andres Floto, Prof Eoin McKinney, Dr Tom
Callender, Evgeny Saveliev & Robert Davis

Al Education for Clinicians: New Skills for a New Era on 10 October 2023, guest Dr Ari
Ercole

Timely & Early Diagnosis on 8 November 2023, guests Dr Alexander Gimson & Prof
Richard Peck

Other session:

What data do | need? on 22 March 2023

(f) Press
Prof Mihaela van der Schaar joins The Guardian’s Science Weekly podcast to talk

about Al. You can listen to the podcast in full here.

Prof Mihaela van der Schaar writes for The Guardian about Al-powered personalised

medicine. Read the full article here.

Prof Mihaela van der Schaar speaks with the BBC about how Al is already improving

medicine. Read the full article (in Spanish) here.
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https://www.youtube.com/watch?v=mAkPg3GRwdQ&list=PLWSpBq92xubgjdJxNIGwZjEpDlMJQsl_t&index=10
https://www.youtube.com/watch?v=u5O3lJByvhA&list=PLWSpBq92xubgjdJxNIGwZjEpDlMJQsl_t&index=8
https://www.youtube.com/watch?v=ykEE9odVQEI&list=PLWSpBq92xubgjdJxNIGwZjEpDlMJQsl_t&index=6
https://www.youtube.com/watch?v=boIPPQTSInk&list=PLWSpBq92xubgjdJxNIGwZjEpDlMJQsl_t&index=5
https://www.youtube.com/watch?v=uU9leReJ3EE&list=PLWSpBq92xubgjdJxNIGwZjEpDlMJQsl_t&index=4
https://www.youtube.com/watch?v=uU9leReJ3EE&list=PLWSpBq92xubgjdJxNIGwZjEpDlMJQsl_t&index=4
https://www.youtube.com/watch?v=1vB4NuUQPVk&list=PLWSpBq92xubgjdJxNIGwZjEpDlMJQsl_t&index=3
https://www.youtube.com/watch?v=eywE1gp5nxU&list=PLWSpBq92xubgjdJxNIGwZjEpDlMJQsl_t&index=2
https://www.youtube.com/watch?v=jPphTSiDMp4&list=PLWSpBq92xubgjdJxNIGwZjEpDlMJQsl_t&index=7
https://ccaim.cam.ac.uk/mihaela-van-der-schaar-joins-the-guardians-science-weekly-podcast-to-tall-about-ai/
https://ccaim.cam.ac.uk/mihaela-van-der-schaar-joins-the-guardians-science-weekly-podcast-to-tall-about-ai/
https://www.theguardian.com/technology/audio/2023/nov/02/nuclear-fusion-new-drugs-better-batteries-how-ai-will-transform-science-podcast
https://ccaim.cam.ac.uk/prof-mihaela-van-der-schaar-writes-for-the-guardian-about-ai-powered-personalised-medicine/
https://ccaim.cam.ac.uk/prof-mihaela-van-der-schaar-writes-for-the-guardian-about-ai-powered-personalised-medicine/
https://www.theguardian.com/commentisfree/2023/jun/26/ai-personalise-medicine-patient-lab-health-diagnosis-cambridge?CMP=Share_AndroidApp_Other
https://ccaim.cam.ac.uk/prof-mihaela-van-der-schaar-speaks-with-the-bbc-about-how-ai-is-already-improving-medicine/
https://ccaim.cam.ac.uk/prof-mihaela-van-der-schaar-speaks-with-the-bbc-about-how-ai-is-already-improving-medicine/
https://www.bbc.com/mundo/noticias-65839988
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3.7 POLICY & SOCIETAL IMPACT

Dr Richard Milne was appointed as a new CCAIM Associate Faculty member in Oc-
tober 2023. https://ccaim.cam.ac.uk/associate-faculty/. Richard is based in the Kavli
Centre for Ethics, Science, and the Public in the Faculty of Education and in the En-
gagement and Society Group at Wellcome Connecting Science, which is located
alongside the Sanger Institute outside Cambridge. In Cambridge, he also co-leads
the ‘Ethics, Law and Society’ strand of Cambridge Public Health.

Along Professor Mihaela van der Schaar, Professor Adrian Weller, Dr Richard Milne

will lead CCAIM efforts into exploring ethical Al, regulatory issues, and fairness.

Event date: 14 November 2023

Title: Building Safe, Stable & Trustworthy Al Workshop

Venue/organiser: Online/ Prof Anders Hansen, Prof Mihaela van der Schaar (both
CCAIM), and Prof Ivan Tyukin (King's College London)
https://ccaim.cam.ac.uk/building-safe-stable-trustworthy-ai-workshop/

Event date: 25 October 2023

Venue/organiser: The Royal Society & UK Government

Event name: Science x Al Safety: Horizon-scanning Al safety risks across scientific
disciplines

Invited: Prof Mihaela van der Schaar

Event date: 27 March 2023

Venue: The Alan Turing Institute, London, UK as part of Al UK 2023
Event name: Privacy and Fairness in Al for Health

Co-organiser: Professor Adrian Weller MBE

Panel Discussion Chair: Where next for privacy and fairness in Health? Overcoming chal-
lenges to using technical approaches in practice

Event date: 8 March 2023
Venue/organiser: Science and Technology Committee, House of Commons, UK Par-
liament

Event name: Oral Evidence Session: Governance of Artificial Intelligence (Al)

Among renowned experts, CCAIM director Prof Mihaela van der Schaar was invited to
provide evidence based on her experience and insights into the opportunities, chal-
lenges, and limitations of Al, particularly in healthcare. Read the full report here.


https://ccaim.cam.ac.uk/associate-faculty/
https://en.wikipedia.org/wiki/Anders_C._Hansen
https://www.vanderschaar-lab.com/prof-mihaela-van-der-schaar/
https://www.linkedin.com/in/ivan-tyukin-0392649/?originalSubdomain=uk
https://ccaim.cam.ac.uk/building-safe-stable-trustworthy-ai-workshop/
https://publications.parliament.uk/pa/cm5803/cmselect/cmsctech/1769/report.html#heading-9

4 APPENDIX

Here we present the abstracts for the papers mentioned in Section 3:

4.1 OUTPUTS FROM CCAIM PHD STUDENTS

Alex Norcliffe (started Oct 2021)

e A. Norcliffe, M. Deisenroth. Faster Training of Neural ODEs using GauB-Legen-
dre Quadrature. Transactions on Machine Learning Research (2023). Link

Neural ODEs demonstrate strong performance in generative and time-series
modelling. However, training them via the adjoint method is slow compared
to discrete models due to the requirement of numerically solving ODEs. To
speed neural ODEs up, a common approach is to regularise the solutions.
However, this approach may affect the expressivity of the model; when the
trajectory itself matters, this is particularly important. In this paper, we propose
an alternative way to speed up the training of neural ODEs. The key idea is to
speed up the adjoint method by using GauB3-Legendre quadrature to solve
integrals faster than ODE-based methods while remaining memory efficient.
We also extend the idea to training SDEs using the Wong-Zakai theorem, by
training a corresponding ODE and transferring the parameters. Our approach
leads to faster training of neural ODEs, especially for large models. It also pre-
sents a new way to train SDE-based models.

e A.Norcliffe, L. Proleev, D. Mincu, F. Lee Hartsell, K. Heller, S. Roy. Benchmarking
Continuous Time Models for Predicting Multiple Sclerosis Progression. Transac-
tions on Machine Learning Research (2023). Link

Multiple sclerosis is a disease that affects the brain and spinal cord, it can lead
to severe disability and has no known cure. The majority of prior work in ma-
chine learning for multiple sclerosis has been centered around using Magnetic
Resonance Imaging scans or laboratory tests; these modalities are both ex-
pensive to acquire and can be unreliable. In a recent paper it was shown that
disease progression can be predicted effectively using performance outcome
measures and demographic data. In our work we build on this to investigate
the modeling side, using continuous time models to predict progression. We
benchmark four continuous time models using a publicly available multiple
sclerosis dataset. We find that the best continuous model is often able to out-
perform the best benchmarked discrete time model. We also carry out an ex-
tensive ablation to discover the sources of performance gains, we find that
standardizing existing features leads to a larger performance increase than in-
terpolating missing features.
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Charles Harris (started October 2021)

C. Harris, K. Didi, A.R. Jamasb, C. K. Joshi, S. V. Mathis, P. Lio, T. Blundell. Bench-
marking Generated Poses: How Rational is Structure-based Drug Design with
Generative Models? EBI Computational Structural Biology Conference (2023).
Link

Deep generative models for structure-based drug design (SBDD), where mol-
ecule generation is conditioned on a 3D protein pocket, have received con-
siderable interest in recent years. These methods offer the promise of higher-
quality molecule generation by explicitly modelling the 3D interaction be-
tween a potential drug and a protein receptor. However, previous work has
primarily focused on the quality of the generated molecules themselves, with
limited evaluation of the 3D molecule \emph{poses} that these methods pro-
duce, with most work simply discarding the generated pose and only report-
ing a "corrected" pose after redocking with traditional methods. Little is known
about whether generated molecules satisfy known physical constraints for
binding and the extent to which redocking alters the generated interactions.
We introduce PoseCheck, an extensive analysis of multiple state-of-the-art
methods and find that generated molecules have significantly more physical
violations and fewer key interactions compared to baselines, calling into ques-
tion the implicit assumption that providing rich 3D structure information im-
proves molecule complementarity. We make recommendations for future re-
search tackling identified failure modes and hope our benchmark can serve as
a springboard for future SBDD generative modelling work to have a real-world
impact.

A.Jamasb, A. Morehead, Z. Zhang, C. Joshi, K. Didi, S. Mathis, C. Harris, J. Tang,
J. Cheng, P. Lio, T. Blundell. Evaluating Representation Learning on the Protein
Structure Universe. Machine Learning in Structural Biology Workshop at NeurlPS
(2023). Link

We introduce ProteinWorkshop, a comprehensive benchmark suite for evalu-
ating protein structure representation learning methods. We provide large-
scale pre-training and downstream tasks comprised of both experimental and
predicted structures, offering a balanced challenge to representation learning
algorithms. We benchmark state-of-the-art protein-specific and generic geo-
metric Graph Neural Networks and the extent to which they benefit from dif-
ferent types of pre-training. We find that: (1) Pretraining and auxiliary tasks
consistently improve the performance of both rotation-invariant and equivari-
ant geometric models; (2) More expressive equivariant models benefit from
pretraining to a greater extent compared to invariant models; (3) Our open-
source codebase reduces the barrier to entry for working with large protein
structure datasets by providing storage-efficient dataloaders from large-scale


https://eur03.safelinks.protection.outlook.com/?url=https%3A%2F%2Farxiv.org%2Fabs%2F2308.07413&data=05%7C01%7Cma2069%40cam.ac.uk%7Ce8b0f5ff9c6f48bb49a608dbef817bbd%7C49a50445bdfa4b79ade3547b4f3986e9%7C1%7C0%7C638367111624567266%7CUnknown%7CTWFpbGZsb3d8eyJWIjoiMC4wLjAwMDAiLCJQIjoiV2luMzIiLCJBTiI6Ik1haWwiLCJXVCI6Mn0%3D%7C3000%7C%7C%7C&sdata=hwG9ULfAfZ28fmeQjVDM3IJpLSsJzfuTw07sb0bFMBU%3D&reserved=0
https://www.mlsb.io/papers_2023/Evaluating_Representation_Learning_on_the_Protein_Structure_Universe.pdf

predicted structures including AlphaFoldDB and ESM Atlas, as well as utilities
for constructing new tasks from the entire PDB. ProteinWorkshop is available
at: https://github.com/a-r-j/ProteinWorkshop

e J. Torge, C. Harris, S. V. Mathis, P. Lio. DiffHopp: A Graph Diffusion Model for
Novel Drug Design via Scaffold Hopping. ICML WCB (2023). Link

Scaffold hopping is a drug discovery strategy to generate new chemical enti-
ties by modifying the core structure, the \emph{scaffold}, of a known active
compound. This approach preserves the essential molecular features of the
original scaffold while introducing novel chemical elements or structural fea-
tures to enhance potency, selectivity, or bioavailability. However, there is cur-
rently a lack of generative models specifically tailored for this task, especially
in the pocket-conditioned context. In this work, we present DiffHopp, a condi-
tional E(3)-equivariant graph diffusion model tailored for scaffold hopping
given a known protein-ligand complex.

e C. K. Joshi, A. R. Jamasb, R. Vinas, C. Harris, S. Mathis, P. Lio. Multi-State RNA
Design with Geometric Multi-Graph Neural Networks. ICML WCB (2023). Link

Computational RNA design has broad applications across synthetic biology
and therapeutic development. Fundamental to the diverse biological func-
tions of RNA is its conformational flexibility, enabling single sequences to
adopt a variety of distinct 3D states. Currently, computational biomolecule de-
sign tasks are often posed as inverse problems, where sequences are de-
signed based on adopting a single desired structural conformation. In this
work, we propose gRNAde, a geometric RNA design pipeline that operates on
sets of 3D RNA backbone structures to explicitly account for and reflect RNA
conformational diversity in its designs. We demonstrate the utility of gRNAde
for improving native sequence recovery over single-state approaches on a
new large-scale 3D RNA design dataset, especially for multi-state and struc-
turally diverse RNAs. Our code is available at this https URL.

e C. Harris, K. Didi, A. Schneuing, Y. Du, A. R. Jamasb, M. Bronstein, B. Correia, P.
Lio, T. Blundell. Flexible Small-Molecule Design and Optimization with Equivari-
ant Diffusion Models. ICLR MLDD Workshop (2023). Link

Recent advancements in generative models for Structure-based Drug Design
(SBDD) have surpassed traditional methods, but their confined scope restricts
the data available for training and their practical applications. To overcome
these limitations, we introduce a flexible SBDD method based on an equivari-
ant diffusion model, which was trained via a broadly applicable training objec-
tive and could therefore leverage the large and diverse sets of protein-ligand
complexes available. Our approach excels in a wide range of SBDD subtasks,
including scaffold hopping, fragment merging, and fragment growing,
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https://eur03.safelinks.protection.outlook.com/?url=https%3A%2F%2Farxiv.org%2Fabs%2F2305.14749&data=05%7C01%7Cma2069%40cam.ac.uk%7Ce8b0f5ff9c6f48bb49a608dbef817bbd%7C49a50445bdfa4b79ade3547b4f3986e9%7C1%7C0%7C638367111624723562%7CUnknown%7CTWFpbGZsb3d8eyJWIjoiMC4wLjAwMDAiLCJQIjoiV2luMzIiLCJBTiI6Ik1haWwiLCJXVCI6Mn0%3D%7C3000%7C%7C%7C&sdata=XiXIkUlfvvqQdIK0h8rB4JaVfA6p%2Bl9Iho7DKAOmBAU%3D&reserved=0
https://github.com/chaitjo/geometric-rna-design
https://eur03.safelinks.protection.outlook.com/?url=https%3A%2F%2Fdrive.google.com%2Ffile%2Fd%2F11kSYs6WYAg2_D0HtF8NxG7e6dUGQcVaL%2Fview%3Fpli%3D1&data=05%7C01%7Cma2069%40cam.ac.uk%7Ce8b0f5ff9c6f48bb49a608dbef817bbd%7C49a50445bdfa4b79ade3547b4f3986e9%7C1%7C0%7C638367111624723562%7CUnknown%7CTWFpbGZsb3d8eyJWIjoiMC4wLjAwMDAiLCJQIjoiV2luMzIiLCJBTiI6Ik1haWwiLCJXVCI6Mn0%3D%7C3000%7C%7C%7C&sdata=qQK%2FroVSEOfGt8uO9odL%2BvdUBy1RpqL427VWLtP2cS8%3D&reserved=0
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without requiring specialized training. Additionally, it not only generates hits
but can also optimize desirable properties of existing hits, such as binding
score and synthetic accessibility. Our optimization framework opens up new
opportunities for negative design and increasing target specificity. It can be
utilized in both a highly automated and manually controlled manner, offering
drug discovery scientists fine-grained control. This versatile method has the
potential to be valuable for a broad range of molecular design tasks, serving
as a foundation for future advancements in the field.

Tennison Liu (started February 2022)

e T.Liu, J. Berrevoets, Z. Qian, M. van der Schaar. Learning Representations with-
out Compositional Assumptions. Proceedings of Machine Learning Research
(2023). Link

This paper addresses unsupervised representation learning on tabular data
containing multiple views generated by distinct sources of measurement. Tra-
ditional methods, which tackle this problem using the multi-view framework,
are constrained by predefined assumptions that assume feature sets share the
same information and representations should learn globally shared factors.
However, this assumption is not always valid for real-world tabular datasets
with complex dependencies between feature sets, resulting in localized infor-
mation that is harder to learn. To overcome this limitation, we propose a data-
driven approach that learns feature set dependencies by representing feature
sets as graph nodes and their relationships as learnable edges. Furthermore,
we introduce LEGATO, a novel hierarchical graph autoencoder that learns a
smaller, latent graph to aggregate information from multiple views dynami-
cally. This approach results in latent graph components that specialize in cap-
turing localized information from different regions of the input, leading to su-
perior downstream performance.

o A Jeffares, T. Liu, J. Crabbé, M. van der Schaar. Joint Training of Deep Ensem-
bles Fails Due to Learner Collusion. NeurlPS (2023). Link

Ensembles of machine learning models have been well established as a pow-
erful method of improving performance over a single model. Traditionally, en-
sembling algorithms train their base learners independently or sequentially
with the goal of optimizing their joint performance. In the case of deep ensem-
bles of neural networks, we are provided with the opportunity to directly opti-
mize the true objective: the joint performance of the ensemble as a whole.
Surprisingly, however, directly minimizing the loss of the ensemble appears to
rarely be applied in practice. Instead, most previous research trains individual
models independently with ensembling performed post hoc. In this work, we
show that this is for good reason - joint optimization of ensemble loss results
in degenerate behavior. We approach this problem by decomposing the


https://proceedings.mlr.press/v202/liu23c.html
https://openreview.net/forum?id=WpGLxnOWhn

ensemble objective into the strength of the base learners and the diversity be-
tween them. We discover that joint optimization results in a phenomenon in
which base learners collude to artificially inflate their apparent diversity. This
pseudo-diversity fails to generalize beyond the training data, causing a larger
generalization gap. We proceed to comprehensively demonstrate the practi-
cal implications of this effect on a range of standard machine learning tasks
and architectures by smoothly interpolating between independent training
and joint optimization.

Julien Horwood (started October 2022)

e W.Chen* J.Horwood*, J. Heo, J. M. Herndndez-Lobato. Leveraging Task Struc-
tures for Improved Identifiability of Neural Network Representations. Workshop
on Spurious Correlations, Invariance and Stability ICML (2023). Link

This work extends the theory of identifiability in supervised learning by consid-
ering the consequences of having access to a distribution of tasks. In such
cases, we show that identifiability is achievable even in the case of regression,
extending prior work restricted to linear identifiability in the single-task classi-
fication case. Furthermore, we show that the existence of a task distribution
which defines a conditional prior over latent factors reduces the equivalence
class for identifiability to permutations and scaling, a much stronger and more
useful result than linear identifiability. When we further assume a causal struc-
ture over these tasks, our approach enables simple maximum marginal likeli-
hood optimization together with downstream applicability to causal represen-
tation learning. Empirically, we validate that our model outperforms more gen-
eral unsupervised models in recovering canonical representations for both
synthetic and real-world molecular data.

Max Zhu (started October 2022)

e M. Zhu, J. Yao, M. Mynatt, H. Pugzlys, S. Li, C. Jia, Q. Zhao. Active Learning for
Discovering Complex Phase Diagrams with Gaussian Processes. Machine Learn-
ing and the Physical Sciences Workshop at NeurlPS (2023). Link

We introduce a Bayesian active learning algorithm that efficiently elucidates
phase diagrams. Using a novel acquisition function that assesses both the im-
pact and likelihood of the next observation, the algorithm iteratively deter-
mines the most informative next experiment to conduct and rapidly discerns
the phase diagrams with multiple phases. Comparative studies against exist-
ing methods highlight the superior efficiency of our approach. We demon-
strate the algorithm’s practical application through the successful identifica-

ISAB Report January 2024

tion of a skyrmion phase diagram. Finally, we provide code at
https://qithub.com/Maccy-Z/Active Learning Phase Diagram, as well as a

graphical user interface application. %
I
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https://ml4physicalsciences.github.io/2023/files/NeurIPS_ML4PS_2023_178.pdf
https://github.com/Maccy-Z/Active_Learning_Phase_Diagram

e M. Zhu, S. Stanivuk, A. Petrovic, M. Nikolic, P. Lio. Incorporating LLM Priors into
Tabular Learners. Table Representation Learning Workshop at NeurlPS (2023).
Link

We present a method to integrate Large Language Models (LLMs) and tradi-
tional tabular data classification techniques, addressing LLMs challenges like
data serialization sensitivity and biases. We introduce two strategies utilizing
LLMs for ranking categorical variables and generating priors on correlations
between continuous variables and targets, enhancing performance in few-
shot scenarios. We focus on Logistic Regression, introducing MonotonicLR
that employs a non-linear monotonic function for mapping ordinals to cardi-
nals while preserving LLM-determined orders. Validation against baseline
models reveals the superior performance of our approach, especially in low-
data scenarios, while remaining interpretable.

Maciej Wiatrak (started October 2022)

e M. Wiatrak, A. Weimann, A. Dinan, M. Brbi¢, R. A. Floto. Sequence-based mod-
elling of bacterial genomes enables accurate antibiotic resistance prediction. bi-
oRxiv (2024). Link

Rapid detection of antibiotic-resistant bacteria and understanding the mecha-
nisms underlying antimicrobial resistance (AMR) are major unsolved problems
that pose significant threats to global public health. However, existing meth-
ods for predicting antibiotic resistance from genomic sequence data have had
limited success due to their inability to model epistatic effects and generalize
to novel variants. Here, we present GeneBac, a deep learning method for pre-
dicting antibiotic resistance from DNA sequence through the integration of
interactions between genes. We apply GeneBac to two distinct bacterial spe-
cies and show that it can successfully predict the minimum inhibitory concen-
tration (MIC) of multiple antibiotics. We use the WHO Mycobacterium tuber-
culosis mutation catalogue to demonstrate that GeneBac accurately predicts
the effects of different variants, including novel variants that have not been
observed during training. GeneBac is a modular framework which can be ap-
plied to a number of tasks including gene expression prediction, resistant
gene identification and strain clustering. We leverage this modularity to trans-
fer learn from the transcriptomic data to improve performance on the MIC pre-
diction task.
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4.2 CCAIM-SUPPORTED OUTPUTS FROM FACULTY & ASSOCIATE FACULTY

e A. Chan, R. Peck, M. Gibbs, M. van der Schaar. Synthetic Model Combination: A
new machine-learning method for pharmacometric model ensembling. CPT: Phar-
macometrics & Systems Pharmacology (2023). Link

When aiming to make predictions over targets in the pharmacological setting, a
data-focused approach aims to learn models based on a collection of labeled ex-
amples. Unfortunately, data sharing is not always possible, and this can result in
many different models trained on disparate populations, leading to the natural
question of how best to use and combine them when making a new prediction.
Previous work has focused on global model selection or ensembling, with the re-
sult of a single final model across the feature space. Machine-learning models
perform notoriously poorly on data outside their training domain, however, due
to a problem known as covariate shift, and so we argue that when ensembling
models the weightings for individual instances must reflect their respective do-
mains—in other words, models that are more likely to have seen information on
that instance should have more attention paid to them. We introduce a method
for such an instance-wise ensembling of models called Synthetic Model Combi-
nation (SMC), including a novel representation learning step for handling sparse
high-dimensional domains. We demonstrate the use of SMC on an example with
dosing predictions for vancomycin, although emphasize the applicability of the
method to any scenario involving the use of multiple models.

e Y.Qin, A. Alaa, R. A. Floto, M. van der Schaar. External validity of machine learning-

based prognostic scores for cystic fibrosis: A retrospective study using the UK and
Canadian registries. PLOS Digital Health (2023). Link

Precise and timely referral for lung transplantation is critical for the survival of
cystic fibrosis patients with terminal illness. While machine learning (ML) models
have been shown to achieve significant improvement in prognostic accuracy over
current referral guidelines, the external validity of these models and their resulting
referral policies has not been fully investigated. Here, we studied the external va-
lidity of machine learning-based prognostic models using annual follow-up data
from the UK and Canadian Cystic Fibrosis Registries. Using a state-of-the-art au-
tomated ML framework, we derived a model for predicting poor clinical outcomes
in patients enrolled in the UK registry, and conducted external validation of the
derived model using the Canadian Cystic Fibrosis Registry. In particular, we stud-
ied the effect of (1) natural variations in patient characteristics across populations
and (2) differences in clinical practice on the external validity of ML-based prog-
nostic scores. Overall, decrease in prognostic accuracy on the external validation
set (AUCROC: 0.88, 95% Cl 0.88-0.88) was observed compared to the internal
validation accuracy (AUCROC: 0.91, 5% CI 0.90-0.92). Based on our ML model,
analysis on feature contributions and risk strata revealed that, while external vali-
dation of ML models exhibited high precision on average, both factors (1) and (2)
can undermine the external validity of ML models in patient subgroups with
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moderate risk for poor outcomes. A significant boost in prognostic power (F1
score) from 0.33 (?5% CI 0.31-0.35) to 0.45 (95% CI 0.45-0.45) was observed in
external validation when variations in these subgroups were accounted in our
model. Our study highlighted the significance of external validation of ML models
for cystic fibrosis prognostication. The uncovered insights on key risk factors and
patient subgroups can be used to guide the cross-population adaptation of ML-
based models and inspire new research on applying transfer learning methods
for fine-tuning ML models to cope with regional variations in clinical care.

e F.Imrie, B. Cebere, E. F. McKinney, M. van der Schaar. AutoPrognosis 2.0: Democ-

ratizing Diagnostic and Prognostic Modeling in Healthcare with Automated Machine
Learning. PLOS Digital Health (2023). Link

Diagnostic and prognostic models are increasingly important in medicine and in-
form many clinical decisions. Recently, machine learning approaches have shown
improvement over conventional modeling techniques by better capturing com-
plex interactions between patient covariates in a data-driven manner. However,
the use of machine learning introduces technical and practical challenges that
have thus far restricted widespread adoption of such techniques in clinical set-
tings. To address these challenges and empower healthcare professionals, we
present an open-source machine learning framework, AutoPrognosis 2.0, to facil-
itate the development of diagnostic and prognostic models. AutoPrognosis lev-
erages state-of-the-art advances in automated machine learning to develop opti-
mized machine learning pipelines, incorporates model explainability tools, and
enables deployment of clinical demonstrators, without requiring significant tech-
nical expertise. To demonstrate AutoPrognosis 2.0, we provide an illustrative ap-
plication where we construct a prognostic risk score for diabetes using the UK
Biobank, a prospective study of 502,467 individuals. The models produced by our
automated framework achieve greater discrimination for diabetes than expert
clinical risk scores. We have implemented our risk score as a web-based decision
support tool, which can be publicly accessed by patients and clinicians. By open-
sourcing our framework as a tool for the community, we aim to provide clinicians
and other medical practitioners with an accessible resource to develop new risk
scores, personalized diagnostics, and prognostics using machine learning tech-
niques.

e T. Callender, M. van der Schaar. Automated machine learning as a partner in pre-
dictive modelling. The Lancet Digital Health (2023). Link

Machine learning promises to underpin personalised medicine. However, the ex-
pertise required to develop and deploy state-of-the-art machine learning algo-
rithms has contributed to the inconsistent quality of model development, the shal-
low range of methods considered, and the relatively poor penetrance of machine
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learning models in clinical use. In this Comment, we discuss the emerging field of
automated machine learning and propose that it could have a central role in the
future of clinical risk prediction. We argue that automated machine learning can
empower both modelling experts and non-experts, democratise access to
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machine learning methods, and encode better standards in model development.
Finally, we advocate that such frameworks be an initial step in model develop-
ment to support practitioners to find the most suitable modelling approach for
their question and to understand if machine learning shows benefit.

e K. Stankeviciate, J.-B. Woillard, R. W. Peck, P. Marquet, M. van der Schaar. Bridging
the worlds of pharmacometrics and machine learning. Clinical Pharmacokinetics
(2023). Link

Precision medicine requires individualized modeling of disease and drug dynam-
ics, with machine learning-based computational techniques gaining increasing
popularity. The complexity of either field, however, makes current pharmacologi-
cal problems opaque to machine learning practitioners, and state-of-the-art ma-
chine learning methods inaccessible to pharmacometricians. To help bridge the
two worlds, we provide an introduction to current problems and techniques in
pharmacometrics that ranges from pharmacokinetic and pharmacodynamic mod-
eling to pharmacometric simulations, model-informed precision dosing, and sys-
tems pharmacology, and review some of the machine learning approaches to ad-
dress them. We hope this would facilitate collaboration between experts, with
complementary strengths of principled pharmacometric modeling and flexibility
of machine learning leading to synergistic effects in pharmacological applica-
tions.

e Z.Qian, T. Callender, B. Cebere, S. M. Janes, N. Navani, M. van der Schaar. Syn-
thetic data for privacy-preserving clinical risk prediction. medRxiv (2023). Link

Synthetic data promise privacy-preserving data sharing for healthcare research
and development. Compared with other privacy-enhancing approaches - such as
federated learning - analyses performed on synthetic data can be applied down-
stream without modification, such that synthetic data can act in place of real data
for a wide range of use cases. However, the role that synthetic data might play in
all aspects of clinical model development remains unknown. In this work, we used
state-of-the-art generators explicitly designed for privacy preservation to create a
synthetic version of the UK Biobank before building prognostic models for lung
cancer under several data release assumptions. We demonstrate that synthetic
data can be effectively used throughout the modelling pipeline even without
eventual access to the real data. Furthermore, we show the implications of differ-
ent data release approaches on how synthetic data could be deployed within the
healthcare system.

e T.Callender, F. Imrie, B. Cebere, N. Pashayan, N. Navani, M. van der Schaar, S. M.
Janes. Assessing eligibility for lung cancer screening: Parsimonious multi-country
ensemble machine learning models for lung cancer prediction. medRxiv (2023). Link

Ensemble machine learning could support the development of highly parsimoni-
ous prediction models that maintain the performance of more complex models
whilst maximising simplicity and generalisability, supporting the widespread
adoption of personalised screening. In this work, we aimed to develop and
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validate ensemble machine learning models to determine eligibility for risk-based
lung cancer screening.

We present parsimonious ensemble machine learning models to predict the risk
of lung cancer in ever-smokers, demonstrating a novel approach that could sim-
plify the implementation of risk-based lung cancer screening in multiple settings.

T. Callender, F. Imrie, B. Cebere, N. Pashayan, N. Navani, M. van der Schaar, S. M.
Janes. Assessing eligibility for lung cancer screening using parsimonious ensemble
machine learning models: A development and validation study. PLOS Medicine
(2023). Link

Risk-based screening for lung cancer is currently being considered in several
countries; however, the optimal approach to determine eligibility remains un-
clear. Ensemble machine learning could support the development of highly par-
simonious prediction models that maintain the performance of more complex
models while maximising simplicity and generalisability, supporting the wide-
spread adoption of personalised screening. In this work, we aimed to develop
and validate ensemble machine learning models to determine eligibility for risk-
based lung cancer screening.

We present parsimonious ensemble machine learning models to predict the risk
of lung cancer in ever-smokers, demonstrating a novel approach that could sim-
plify the implementation of risk-based lung cancer screening in multiple settings.

A. Norcliffe*, B. Cebere*, F. Imrie, P. Lid, M. van der Schaar. Survival GAN: Generat-
ing time-to-event Data for Survival Analysis. AISTATS (2023). Link

Synthetic data is becoming an increasingly promising technology, and successful
applications can improve privacy, fairness, and data democratization. While there
are many methods for generating synthetic tabular data, the task remains non-
trivial and unexplored for specific scenarios. One such scenario is survival data.
Here, the key difficulty is censoring: for some instances, we are not aware of the
time of event, or if one even occurred. Imbalances in censoring and time horizons
cause generative models to experience three new failure modes specific to sur-
vival analysis: (1) generating too few at-risk members; (2) generating too many at-
risk members; and (3) censoring too early. We formalize these failure modes and
provide three new generative metrics to quantify them. Following this, we pro-
pose SurvivalGAN, a generative model that handles survival data firstly by ad-
dressing the imbalance in the censoring and event horizons, and secondly by us-
ing a dedicated mechanism for approximating time-to-event/censoring. We eval-
uate this method via extensive experiments on medical datasets. Survival GAN
outperforms multiple baselines at generating survival data, and in particular ad-
dresses the failure modes as measured by the new metrics, in addition to improv-
ing downstream performance of survival models trained on the synthetic data.
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e M. Zhu, K. Kobalczyk, A. Petrovic, M. Nikolic, M. van der Schaar, B. Delibasic, P. Lio.
Tabular Few-Shot Generalization Across Heterogeneous Feature Spaces. arXiv
(2023). Link

Despite the prevalence of tabular datasets, few-shot learning remains under-ex-
plored within this domain. Existing few-shot methods are not directly applicable
to tabular datasets due to varying column relationships, meanings, and permuta-
tional invariance. To address these challenges, we propose FLAT-a novel ap-
proach to tabular few-shot learning, encompassing knowledge sharing between
datasets with heterogeneous feature spaces. Utilizing an encoder inspired by Da-
taset2Vec, FLAT learns low-dimensional embeddings of datasets and their indi-
vidual columns, which facilitate knowledge transfer and generalization to previ-
ously unseen datasets. A decoder network parametrizes the predictive target net-
work, implemented as a Graph Attention Network, to accommodate the hetero-
geneous nature of tabular datasets. Experiments on a diverse collection of 118
UCI datasets demonstrate FLAT's successful generalization to new tabular da-
tasets and a considerable improvement over the baselines.

e A Bisercic, M. Nikolic, M. van der Schaar, B. Delibasic, P. Lio, A. Petrovic. Interpret-
able Medical Diagnostics with Structured Data Extraction by Large Language Mod-
els. arXiv (2023). Link

Tabular data is often hidden in text, particularly in medical diagnostic reports. Tra-
ditional machine learning (ML) models designed to work with tabular data, cannot
effectively process information in such form. On the other hand, large language
models (LLMs) which excel at textual tasks, are probably not the best tool for mod-
eling tabular data. Therefore, we propose a novel, simple, and effective method-
ology for extracting structured tabular data from textual medical reports, called
TEMED-LLM. Drawing upon the reasoning capabilities of LLMs, TEMED-LLM goes
beyond traditional extraction techniques, accurately inferring tabular features,
even when their names are not explicitly mentioned in the text. This is achieved
by combining domain-specific reasoning guidelines with a proposed data valida-
tion and reasoning correction feedback loop. By applying interpretable ML mod-
els such as decision trees and logistic regression over the extracted and validated
data, we obtain end-to-end interpretable predictions. We demonstrate that our
approach significantly outperforms state-of-the-art text classification models in
medical diagnostics. Given its predictive performance, simplicity, and interpreta-
bility, TEMED-LLM underscores the potential of leveraging LLMs to improve the
performance and trustworthiness of ML models in medical applications.

e A.Tripp, S. Bacallado, S. Singh, J. M. Hernandez-Lobato, Tanimoto Random Fea-
tures for Scalable Molecular Machine Learning. NeurlPS (2023). Link

The Tanimoto coefficient is commonly used to measure the similarity between
molecules represented as discrete fingerprints, either as a distance metric or a
positive definite kernel. While many kernel methods can be accelerated using ran-
dom feature approximations, at present there is a lack of such approximations for
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the Tanimoto kernel. In this paper we propose two kinds of novel random features
to allow this kernel to scale to large datasets, and in the process discover a novel
extension of the kernel to real-valued vectors. We theoretically characterize these
random features, and provide error bounds on the spectral norm of the Gram ma-
trix. Experimentally, we show that these random features are effective at approxi-
mating the Tanimoto coefficient of real-world datasets and are useful for molecu-
lar property prediction and optimization tasks.



