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1T MISSION STATEMENT

The Cambridge Centre for Al in Medlicine, based in the University of Cambridge, is
focussed on developing pioneering Al and machine learning technologies to trans-

form biomedical science, medicine, and healthcare.

The Centre aims to bridge the gap between the complex fields of Al, bioscience,
and medicine through deep interdisciplinary collaboration, bringing together fac-
ulty of leading Cambridge scientists and clinicians from 12 University Departments,
the Wellcome Sanger Institute, and the NHS, to develop novel algorithms, methods

and systems for (i) biomedical discovery, (ii) omics analytics, (iii) precision medicine

(including early diagnostics), and (iv) next-generation adaptive clinical trials.

CCAI/Mis funded through research awards from AstraZeneca and GSK to support a
PhD programme recruiting up to five students per year for 5 years, a Centre coordi-
nator, a communications director, and two data engineers. Subject to a positive ISAB
report in Year 2, the Centre will be funded for five years (core staff) and the whole

cohort of up to 25 students.

The Centre was launched in January 2021, with our first cohort of students starting

in October 2021.

An enormous strength of CCA/Mis the close relationship with our Industry partners
which shape our research focus, provide access to expertise and datasets, and sup-
port the translation of our research into meaningful real-world impact. All students
are supervised by at least two faculty members (usually a data scientistand a domain
expert) and an industry scientist, thereby ensure a truly collaborative research envi-

ronment.

CCAIMis managed through a Joint Steering Committee (JSC), chaired by Professor
van der Schaar, which has representation from the Centre, the Department of Ap-

plied Maths and Theoretical Physics, and our Industry Partners (see Section 2).
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The broad aims of CCA/M, agreed by the JSC, are to INNOVATE, EDUCATE, and
INFLUENCE in the areas of Al and ML for Biomedicine and Healthcare. Specifically,

we aim to:

1. Innovate
Papers: to deliver research papers, workshops, tutorials on Al-ML for healthcare and

industry, at top venues.

Code: to create AI-ML software research code and demonstrators which can be

used by the clinical and pharma community at large.

Challenges: in partnership with our industry partners, engage every 6 months to dis-

cuss problems in Al-ML of joint interest.

2. Educate

Students: to hire top-tier students to strengthen the research core of the Centre.
Summer schools: to run an annual Summer School on ML for healthcare.

Seminars: to develop and run an Al and ML in healthcare and pharma distinguished

Seminar Series.

Clinics: to create an Al-ML in healthcare clinic where clinicians and pharma can in-

teract and co-design research projects.

3. Influence
Expert talks: to deliver expert talks at conferences aiming to promote and attract

interest in CCAIM

Policy & societal impact: to build technologies that will facilitate advances in areas

such as the regulation, safety, privacy and ethical standards in Al-ML.

We have summarised our achievements within these areas in Section 3.



2 PEOPLE

2.1 LEADERSHIP
Professor Mihaela van der Schaar, Director

John Humphrey Plummer Professor of Machine Learning, Artificial Intelligence and
Medicine at the University of Cambridge, a Turing Faculty Fellow at The Alan Turing

Institute in London, a Chancellor's Professor at UCLA and an |IEEE Fellow.

Professor Andres Floto FMedSci, Co-Director
Professor of Respiratory Biology at the University of Cambridge and Director of the
UK Cystic Fibrosis Innovation Hub.

Joint Steering Committee

Professor Mihaela van der Schaar (University of Cambridge)

Professor Andres Floto (University of Cambridge)

Professor Colm-Cille Patrick Caulfield (University of Cambridge)

Dr Kim Branson (Senior Vice President and Global Head of Al/ML at GSK)

Dr James Weatherall (Vice President, Data Science & Al, R&D at AstraZeneca)
Dr Thomas Watson (Vice President and Head of Centre for Al at AstraZeneca)
Dr Shane Lewin (Vice President of Al/ML at GSK)

Dr Dino Ogli¢ (Senior Director Al Researcher at AstraZeneca)

Dr Emma Slade (Senior AI/ML Engineer at GSK)

2.2 FACULTY

Dr Ari Ercole, Consultant and Researcher in Anaesthesia and intensive care, Fellow

in Clinical Medicine at Magdalene College, University of Cambridge

Dr Alexander Gimson, Consultant Transplant Hepatologist, Cambridge University
Hospitals NHS Foundation Trust, Chair of the Care Advisory Group, Cambridgeshire

& Peterborough Sustainability and Transformation Partnership

Professor José Miguel Herndndez-Lobato, Professor of Machine Learning at the Uni-

versity of Cambridge
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Professor Pietro Lio, Professor of Computational Biology in the Department of Com-
puter Science at the University of Cambridge, Member of the Artificial Intelligence

group of the Computer Laboratory

Professor Eoin McKinney, Professor of Rheumatology, University of Cambridge,
Honorary consultantin Nephrology and Transplantation, Cambridge University Hos-

pitals NHS Foundation Trust

Professor Stefan Scholtes, Dennis Gillings Professor of Health Management, Cam-
bridge Judge Business School, Director of the Centre for Health Leadership & En-

terprise

Dr Sarah Teichmann FMedSci FRS, Head of Cellular Genetics and Senior Group

Leader, Wellcome Sanger Institute

Professor Angela Wood, Professor of Health Data Science at the University of Cam-

bridge

2.3 ASSOCIATE FACULTY

Dr Namshik Han, Head of Computational Research & Al at the Milner Therapeutics

Institute within the University of Cambridge. He is also the Co-Founder of KURE.ai.

Dr George Mells, Consultant Hepatologist at Addenbrooke’s Hospital, and a theme
lead for UK-PBC.

Professor Richard Peck spent over 30 years as a clinical pharmacologist in the phar-
maceutical industry and was Global head of Clinical Pharmacology at Roche for the
last thirteen of these. Since retiring from Roche, he has been appointed Honorary

Professor of Pharmacology & Therapeutics at the University of Liverpool.

Professor Adrian Weller MBE, Director of Research in Machine Learning at the Uni-
versity of Cambridge, and at the Leverhulme Centre for the Future of Intelligence
where he is Programme Director for Trust and Society. He is a Programme Director
and Turing Fellow leading work on Safe and Ethical Al at The Alan Turing Institute,

the UK national institute for data science and Al.



Professor Qingyuan Zhao, University Professor in the Statistical Laboratory, Depart-
ment of Pure Mathematics and Mathematical Statistics (DPMMS) at University of

Cambridge and a Turing Fellow at the Alan Turing Institute.

2.4 CCAIM PhD STUDENTS

Alexander Norcliffe (October 2021)

Department of Computer Science and Technology

Academic Supervisors: Prof Pietro Lio and Prof Mihaela van der Schaar

Industry Supervisor: Dr Patrick Schwab (GSK)

Charles Harris (October 2021)
Department of Computer Science and Technology
Academic Supervisors: Prof Pietro Lio, Sir Tom Blundell, and Prof Andres Floto

Industry Supervisor: Dr Juan Carlos Mobarec (AstraZeneca)

Tennison Liu (February 2022)
Department of Applied Mathematics and Theoretical Physics
Academic Supervisors: Prof Mihaela van der Schaar and Dr Angela Wood

Industry Supervisor: Dr Dino Oglic (AstraZeneca)

Alice Aubert (October 2022)
Department of Medicine
Academic Supervisors: Dr Eoin McKinney and Prof Mihaela van der Schaar

Industry Supervisor: Dr Emma Slade (GSK)

Julien Horwood (October 2022)

Department of Engineering

Academic Supervisors: Prof José Miguel Hernandez-Lobato, Prof Andres Floto, and
Prof Pietro Lio

Industry Supervisor: Dr Dino Oglic (AstraZeneca)

Maciej Wiatrak (October 2022)

Department of Medicine

Academic Supervisors: Prof Andres Floto, Prof Sarah Teichmann, and Prof Mihaela
van der Schaar

Industry Supervisor: Dr Stefano Bragaglia (AstraZeneca)
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Max Zhu (October 2022)
Department of Pure Mathematics and Mathematical Statistics
Academic Supervisors: Dr Qingyuan Zhao and Prof Pietro Lio

Industry Supervisor: Dr Emma Slade (GSK)

Qiyao Wei (Starting 2023)

Department of Applied Mathematics and Theoretical Physics

Academic Supervisors: Prof Mihaela van der Schaar, Prof Andres Floto, and Dr Eoin
McKinney

Industry Supervisor: Dr Kim Branson (GSK)

2.5 VISITING STUDENTS AND RESEARCHERS

We have been proud to welcome visiting researchers and students from around the

world at CCAIM. To date, these have included:

Prof Dr Jean-Baptiste Woillard, Associate Professor of Medical Pharmacology, Fac-

ulty of Medicine of Limoges

Antoine Gorceix, Visiting Student, Centrale Supélec, University of Paris-Saclay
Elisabeth Heremans, Visiting Student, KU Leuven

Johanna Brandenburg, Visiting Student, Heidelberg University

Onintze Zaballa, Visiting Student, Basque Center for Applied Mathematics
Nicolas Huynh, Visiting Student, Institut Polythechnique de Paris

Zahra Atashgahi, Visiting Student, University of Twente, Netherlands

2.6 CENTRE STAFF

Evgeny Saveliev, Research Engineer
Robert Davis, Research Engineer

Andreas Bedorf, Communications Manager

Mihaela Anca, Centre Coordinator


https://ccaim.cam.ac.uk/visitors/

CCAIM faculty and students meeting October 2022
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3 ACHIEVEMENTS

3.1 PAPERS
This section lists papers written by PhD students funding by CCA/Mand papers writ-

ten by two or more CCA/M Faculty (demonstrating clear proof of collaboration

emerging through CCA/M).

The papers listed below (abstracts are available in the Appendix) fall under three
categories: (i) machine learning papers (published or submitted at key conferences
such as NeurlPS, ICML, ICLR); (ii) medical papers (published in, or submitted to,
medical journals); and (iii) scientific papers (published in or submitted to a diversity

of scientific journals).

Itis important to bear in mind that the Centrelaunched in January 2021 and our first
cohort of PhD student only started in October 2021. Consequently, our research
work only started to mature, and was therefore submitted for publication, from

March 2022.

3.1.1 OUTPUTS FROM CCAIM PHD STUDENTS

(i) Alex Norcliffe (started Oct 2021)

e  Harrison Mitchell, Alex Norcliffe, Pietro Lio. Learning Feynman Diagrams using
Graph Neural Networks. NeurlPS 2022 ML for Physical Sciences Workshop.
Link

. Alex Norcliffe, Fergus Imrie, Pietro Lio, Mihaela van der Schaar. Composite Fea-
ture Selection using Deep Ensembles. NeurlPS 2022. Link

. Alex Norcliffe, Bogdan Cebere, Fergus Imrie, Pietro Lio, Mihaela van der
Schaar. SurvivalGAN: Synthetic Data for Static Survival Analysis. AISTATS 2022,
Accepted

e  Alex Norcliffe, Marc Deisenroth. Faster Training of Neural ODEs using GauB3-
Legendre Quadrature. ICML 2022 workshop on Continuous Time Methods

(ii) Charles Harris (started October 2021)

e Arian R. Jamasb, Ramon Vifas, Eric J. Ma, Charles Harris, Kexin Huang, Dominic
Hall, Pietro Lié, Tom L. Blundell. Graphein - a Python Library for Geometric Deep
Learning and Network Analysis on Protein Structures and Interaction Networks.
NeurlPS 2022, ICML-Al4Science 2022. Link

e Arne Schneuing, Yuangi Du, Charles Harris, Arian Jamasb, Ilia Igashov, Weitao
Du, Tom Blundell, Pietro Li6, Carla Gomes, Max Welling, Michael Bronstein,


https://arxiv.org/abs/2211.15348
https://arxiv.org/abs/2211.00631
https://www.biorxiv.org/content/10.1101/2020.07.15.204701v2

Bruno Correia. Structure-based Drug Design with Equivariant Diffusion Models.
NeurlPS-MLSB Workshop 2022, Submitted to ICLR 2023. Link

(iii) Tennison Liu (started February 2022)

Tennison Liu, Alex Chan, Boris van Breugel, Mihaela van der Schaar. FairCOCCO:
Fair Learning with Multitype and Multivariate Sensitive Attributes. Algorithmic
Fairness through the Lens of Causality and Privacy. NeurlPS 2022 workshop

Alan Jeffares*, Tennison Liu*, Jonathan Crabbé, Fergus Imrie, Mihaela van der
Schaar. L-GOS: Regularization by Latent Gradient Orthogonalization and Spe-
cialization, International Conference on Learning Representations, ICLR, 2023,
Accepted.

Tennison Liu, Zhaozhi Qian, Jeroen Berrevoets, Mihaela van der Schaar. GOG-
GLE: Framework for Generative Modelling with Graph Learning. International
Conference on Learning Representations, ICLR, 2023, Accepted.

3.1.2 CCAIM-SUPPORTED OUTPUTS FROM FACULTY & ASSOCIATE
FACULTY

Yuchao Qin, Ahmed Alaa, Andres Floto, Mihaela van der Schaar. External Valid-
ity of Machine Learning-based Prognostic Scores for Cystic Fibrosis: A Retro-
spective Study using the UK and Canadian Registries. PLOS Digital Health
(2022). Link

Fergus Imrie, Alexander Norcliffe, Pietro Lio, Mihaela van der Schaar. Composite
Feature Selection using Deep Ensembles. Neural Information Processing Sys-
tems (NeurlPS) 2022, also CoRR abs/2211.00631 (2022). Link

Tennison Liu, Alex J. Chan, Boris van Breugel, Mihaela van der Schaar. Work-
shop Paper - Practical Approaches for Fair Learning with Multitype and Multivar-
iate Sensitive Attributes. NeurlPS (2022). Link

Alex J. Chan, Richard Peck, Megan Gibbs, Mihaela van der Schaar. Synthetic
Model Combination: A New Machine Learning Method for Pharmacometric
Model Ensembling. CPT: Pharmacometrics & Systems Pharmacology (2022)
submitted

Pedro Baqui, Valerio Marra, Ahmed M. Alaa, loana Bica, Ari Ercole, Mihaela van
der Schaar. Comparing COVID-19 risk factors in Brazil using machine learning:
the importance of socioeconomic, demographic and structural factors. Nature
Scientific Reports (2021). Link

Mihaela van der Schaar, Ahmed M. Alaa, Andres Floto, Alexander Gimson,
Stefan Scholtes, Angela Wood, Eoin McKinney, Dan Jarrett, Pedro Lio, Ari
Ercole. How artificial intelligence and machine learning can help healthcare sys-
tems respond to COVID-19, Mach Learn (2021). Link

Dan Jarret, Jinsung Yoon, loana Bica, Zhaozhi Qian, Ari Ercole, Mihaela van der
Schaar. Clairvoyance: A Pipeline Toolkit for Medical Time Series, International
Conference on Learning Representations (2021):in press. Link

r ISAB Report January 2023


https://arxiv.org/abs/2210.13695
https://ccaim.cam.ac.uk/external-validity-of-machine-learning-based-prognostic-scores-for-cystic-fibrosis-new-publication/
https://arxiv.org/abs/2211.00631
https://drive.google.com/file/d/1nRciwqP_yWM0MYpyLJwHR5vwxzNGGu5D/view
https://www-nature-com.ezp.lib.cam.ac.uk/articles/s41598-021-95004-8
https://www.repository.cam.ac.uk/handle/1810/317420
https://openreview.net/forum?id=xnC8YwKUE3k

e Jeroen Berrevoets, Ahmed Alaa, Zhaozhi Qian, James Jordon, Alexander Gim-
son, Mihaela van der Schaar. Learning Queueing Policies for Organ Transplan-
tation Allocation using Interpretable Counterfactual Survival Analysis. ICML

(2021). Link

3.2 CODE, SOFTWARE RELEASE

(i) TemporAl: A Comprehensive Machine Learning for Medical Time-Series Suite
(Release expected February 1, 2023)

People Involved: Evgeny Saveliev (Machine Learning Engineer, Software Engineer)
Key Links:

Website: https://www.temporai.vanderschaar-lab.com/

GitHub Repository: https://github.com/vanderschaarlab/temporai

Documentation: https://temporai.readthedocs.io/

Overview:
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Visualisation of key TemporAl Concepts
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TemporAl is a Machine Learning-centric time-series library for medicine. The tasks
that are currently of focus in TemporAl are: time-series prediction, time-to-event
(a.k.a. survival) analysis with time-series data, and counterfactual inference (i.e., indi-
i vidualised treatment effects). The library also aims to provide the user with


https://proceedings.mlr.press/v139/berrevoets21a.html
https://www.temporai.vanderschaar-lab.com/
https://github.com/vanderschaarlab/temporai
https://temporai.readthedocs.io/

understanding of their data, model, and problem, through e.g., integration with in-
terpretability methods.

A table illustrating TemporAl Methods.

Imputation Prediction Treatment Survival Analysis Interpretability Temporal
Effects Clustering
Mean RNN, GRU CRN Dynamic DeepHit Lite Dynamask AC-TPC*
Hyperlmpute Seq2Seq RMSN* Dynamic DeepHit*
SyncTwin

+ After first release

State-of-the-art methods that we have developed, such as Counterfactual Recurrent
Networks and Dynamic DeepHit, are integrated, and we will continue adding future
methods to the appropriate tasks supported by TemporAl.

]:)JI[JLM—‘[
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Block diagram of a TemporAl pipeline.

The library is designed with extendibility in mind, such that multiple methods and
algorithms from the research community can be added and benchmarked. Finally,
with this tool, we are looking to engage the following diverse audiences:

e ML research community,
e Healthcare/pharmacology industry,
e Medical data scientists,

ISAB Report January 2023
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https://openreview.net/forum?id=BJg866NFvB
https://www.nature.com/articles/s41746-022-00659-w
http://proceedings.mlr.press/v139/crabbe21a.html?ref=https://githubhelp.com
https://proceedings.mlr.press/v119/lee20h.html
https://proceedings.mlr.press/v162/jarrett22a.html
https://proceedings.neurips.cc/paper/2018/hash/56e6a93212e4482d99c84a639d254b67-Abstract.html
https://ieeexplore.ieee.org/abstract/document/8681104/
https://proceedings.neurips.cc/paper/2021/hash/19485224d128528da1602ca47383f078-Abstract.html
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e Data-oriented clinical professionals.

(ii) A Comprehensive Machine Learning Interpretability Suite
People Involved: Robert Davis (Machine Learning Engineer, Software Engineer)
Key Links:

GitHub Repository: https://github.com/vanderschaarlab/Interpretability

Documentation: https://github.com/vanderschaarlab/Interpretability#readme

User interface: https://vanderschaarlab-demo-interpretabi-interpretability-suite-
luteyn.streamlit.app/

Overview:
Provided Model Black-box moded
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ang mpomances?
Fasturs Impontances
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= SHA ntograted Gradwnts Gradwents D

A flow diagram illustrating the process of choosing an interpretability method

The Interpretability repository collects different Machine Learning interpretability
methods and aims to act as a reference where the user can select the method best
suited for their needs. All the methods aim to provide an insight into why a machine
learning model has made a given prediction.

Specifically, the repository does three things, which are described in the following
sections.

Organisation

Interpretability is a complex topic as it needs to be applied to every machine learn-
ing context. It is therefore important for this repository to organise our methods by
both their use-case and their explanation type. This repository also puts them in the
context of other popular, 3rd party methods.

As an example, the following tables list the interpretability methods that can be im-
plemented for tabular datasets and time-series data.

List of tabular data interpretability methods.


https://github.com/vanderschaarlab/Interpretability
https://github.com/vanderschaarlab/Interpretability#readme
https://vanderschaarlab-demo-interpretabi-interpretability-suite-1uteyn.streamlit.app/
https://vanderschaarlab-demo-interpretabi-interpretability-suite-1uteyn.streamlit.app/

Explainer

CARs

SimplEx

Symbolic
Pursuit

INVASE

SHAP

Integrated
gradients

LIME

Explainer

Dynamask

CARs

SimplEx

SHAP

Integrated
gradients

LIME

Inputs

The latent representation of the
concept examples from the
predictive model.

The latent representation of
records from the predictive
model.

The training data and
corresponding model predictions.

The training data and
corresponding model predictions,
with which to train a selector
network.

The predictive model and training
data from which to subsequently
calculate Shapley values.

The predictive model and its
gradients.

The predictive model from which
to calculate weights in a local

Notes

It is worth noting that CARs appears in both this and the
following section as it can be easily implemented for either
tabular data or time series data.

It is worth noting that SimplEx appears in both this and the
following section as it can be easily implemented for either
tabular data or time series data.

This method has the benefit of producing a mathematical
expression that approximates the predictive model. This
seeks to discover “rules” and “laws” learned by the machine
model.

Currently, INVASE has only been implemented for tabular
data, but it could be extended to include time series
explanations with some further work, see Section 5 of the
paper linked above, "Future Work™.

linear model .

List of temporal data interpretability methods.

Inputs

The predictive model and
its gradients.

The latent representation
of the concept examples

from the predictive model.

The latent representation
of records from the
predictive model.

The predictive model and
training data from which
to subsequently calculate
Shapley values.

The predictive model and
its gradients.

The predictive model from
which to calculate weights
in a local linear model .

Common Python Interface
This repository provides a Python interface, allowing the user to easily implement an
interpretability method without needing to be emersed in the research code. The

MNotes

Dynamask calculates feature importance at every time steps for
each feature. This is advantageous over other saliency methods,
such as SHAP and Integrated Gradients were optimized for static
data then later extended to time series. They are thus static, and
hence the context, is forgotten when treating all the time steps as
separate features.

It is worth noting that CARs appears in both this and the following
section as it can be easily implemented for either tabular data or
time series data.

It is worth noting that SimplEx appears in both this and the
following section as it can be easily implemented for either tabular
data or time series data.

SHAP and Integrated Gradients can both be used for time series,
however their efficacy in this setting has been criticized in this
paper.

SHAP and Integrated Gradients can both be used for time series,
however their efficacy in this setting has been criticized in this

paper.

Lime has been extended to work with time series data with
libraries such as Lime-For-Time.

ISAB Report January 2023
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interface is common to each of the methods, so that a user can implement any
method in the same way, meaning they can switch between different methods eas-
ily. This python interface includes methods to produce visualisations of the explana-
tions in each case, so that the explanations can be viewed directly by running the
code in the terminal or notebook.

User Interface

In addition, there is also a visual user interface. The user interface does two things:
1) it provides built-in examples of the explainers, so that users can see how our in-
terpretability methods can be implemented and what the output looks like in each
case and 2) it contains an area where users can upload an explanation of their own
data, using one of our methods. This means that explanations can be shared among
a team and other members can browse the explanation without needing to train the
explainer. Such a person does not even need to be python literate to view the re-
sults.

SimplEx

JB SimplEx
-
SimplEx ks a case-based interpretability method. It can work with eit

N

For elinically focussed examples go to the bespoke SimglEx Daer clinical SimplEx app.
A

Upload your own Explainer

Tabular - iris = MLP -

Tust racorc

Test record:

Corpus:

TE00000 3.000000 8.600000 2.100000

7.700000 i 2EDU000 6.700000 2.000000 15.34°
T.700000 2600000 £.500000 2.300000

T.700000 6.700000 2300000

7.200000 00 2.500000

£.300000 2500000

£.700000 2 2.500000 o
£.500000 00000 2.300000

7100000 3000000 5.900000 2.100000

S R

.

An illustration of the user interface. This figure shows the simplex interface as an example

Target audience
With this tool, we are looking to engage the following diverse audiences:
e ML research community,

e Healthcare/pharmacology industry,
e Medical data scientists,
e Data-oriented clinical professionals.



3.3 CHALLENGES

Below we present some of the major challenges proposed by our industry partners,

AstraZeneca and GSK that CCAIM is currently tackling.

(a) How can we discover new knowledge in medicine and biology?

The field of causal discovery attempts to recover DAGs from data. However, a well-
known impossibility result suggests that it is generally impossible to uniquely iden-
tify the true DAG from observational data- unless one is willing to accept strong as-
sumptions, including parametric assumptions on the structural equations and their

distributions, and assumptions on the completeness of the observed variables.

This puts the healthcare practitioners in a dilemma- while many pressing issues in
healthcare could benefit from a causal perspective, the existing methods in causality

require strong assumptions that many feel uncomfortable to make.

Motivated by this observation, we introduced causal deep learning, our lab’s vision
for causal inspired deep learning. Our goal is to develop both theory and learning
algorithms that are more accurate, robust, generalisable, and fair. Importantly, we
focus on properties that are empirically verifiable and are crucial for healthcare prac-
titioners. Our perspective heavily contrasts with most of causality literature, which
focuses on theoretical analysis based on strong unverifiable assumptions. Causal
deep learning would also advance the deep learning literature, where many existing

attempts to improve robustness and generalisability are ad-hoc and unprincipled.

In 2022, we made great initial progress in this area, see the links below.

https://www.vanderschaar-lab.com/causal-deep-learning/

https://www.vanderschaar-lab.com/the-map-of-causal-deep-learning/

We also organized a NeurlPS 2022 workshop on Causal Deep Learning for Real-
World Impact to discuss this challenging area with other researchers in academia
and industry. (The workshop was co-organized by Mihaela van der Schaar and one
of our industry sponsors, Jim Weatherall (AstraZeneca) has given an invited talk in
the workshop outlining the challenges.) See next.

NeurlPS 2022 Workshop on Causality for Real-world Impact

Event on 2nd December 2022, New Orleans LA, USA

Speakers: Peter Spirtes, Nan Rosemary Ke, Stefan Bauer, Jim Weatherall, Caroline
Uhler, Bernhard Schélkopf, Bin Yu
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Panellists: Yoshua Bengio, Bernhard Schélkopf, Mihaela van der Schaar, Aapo
Hyvarinen, llya Shpitser

Causality has a long history, providing it with many principled approaches to identify
a causal effect (or even distil cause from effect). However, these approaches are of-
ten restricted to very specific situations, requiring very specific assumptions. This
contrasts heavily with recent advances in machine learning. Real-world problems
aren't granted the luxury of making strict assumptions, yet still require causal think-
ing to solve. Armed with the rigor of causality, and the can-do-attitude of machine
learning, we brought experts together to start working towards solving real-world

problems.

For more information, please visit the link below.

https://www.cml-4-impact.vanderschaar-lab.com/

(b) Can we conduct better Clinical Trials using Machine Learning?

Since their initial use in the 1940s, randomised controlled trials (RCTs) have become
the gold-standard supporting the practice of evidence-based medicine. However,
increasing complexity of regulations and protocols mean they are both expensive
and difficult to run - they cost upwards of $33M and take years to produce results.
Restrictive inclusion criteria also mean that half of clinical trials exclude more than
75% of patients they aim to treat. Yet RCTs remain the foundation of modern medi-

cine and more than 1,800 trials are commenced every year.

Although novel approaches to clinical trial design have emerged — like decentral-
ised trials, e-consent, and various flavours of adaptive designs—conventional RCTs
have remained the dominant approach despite their acknowledged flaws. This situ-
ation presents a huge opportunity for innovation. Given the scale at which clinical
trials are operated, even small improvements to how clinical trials are run could have

tremendous impact on healthcare.


https://www.cml-4-impact.vanderschaar-lab.com/

Opportunity

Typical size of Phase I1/111 RCT: 100-1000s of patients Fundamentally, the way we run clinical trials has not
 of which up to half are controls changed in decades despite major tech advances

* and of which ~20% will drop out!
What if we could innovate, for example, to:

Typical all-in cost per patient: >540,0002 * Improve patient benefit
* Reduce required patient numbers by 20% through
replacing controls and preventing drop-outs
Reduce cost-per-patient by 20% through improved
recruitment, monitoring and operations
* Improve PoS through better recruitment, prediction,
trial design and analytics?

Typical cost per trial: $4-40M+
* Most are in the $12-33M range? o

Typical time per trial: 1-2 years

* of which as much as 30% is recruitment
* to which recruitment drives delays in >80% of trials?

Average PoS per Phase II/Ill trial: 50-60%* Cost and time savings by running better trials

Total Phase II/Ill trials commenced per year: ~>1,800°
* Of which around half are in oncology

In 2022, we made some good progress in this area. Mihaela van der Schaar, Eoin
McKinney and Richard Peck from CCAIM together with AstraZeneca collaborators
have already identified several key opportunities for improvement. For more infor-
mation, please visit the link below.

https://www.vanderschaar-lab.com/revolutionizing-clinical-trials-using-machine-learning/

(c) How can we get access to and exchange high-quality clinical datasets to enable
machine learning in healthcare?

One of the biggest barriers to Al adoption is the difficulty to access high quality
training data. Synthetic data has been widely recognised as a viable solution to this
problem. It allows sharing, augmenting and de-biasing data for building performant
and socially responsible Al algorithms. However, despite the significant progress in
the theory and algorithm, the community still needs to develop the area of synthetic

data.

One PhD student in CCAIM (Tennison Liu) is working to address this area. In addi-
tion, we have organized the following NeurlPS 2022 workshop on Synthetic Data.
Event on 2nd December 2022 at 10 am - 5 pm (US Chicago time)

Organizers: Mihaela van der Schaar, Dino Oglic, Zhaozhi Qian, Tennison Liu,
Krzysztof Kacprzyk, Sergul Aydore, Kim Branson, Dimitris Vlitas, Tucker Balch

This workshop brought together research communities in generative models, pri-

vacy, and fairness as well as industry leaders in a joint effort to develop the theory,
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methodology, and algorithms to generate synthetic benchmark datasets with the

goal of enabling ethical and reproducible ML research.

For more information, please visit the link below.

https://www.syntheticdata4dml.vanderschaar-lab.com/

3.4 STUDENT RECRUITMENT

(a) Virtual Open House, 8th November 2022, 1-2pm, for prospective PhD students
for academic year intake 2023-2024.

We had over 200 registrations for the Open House event, where Mihaela and Andres
presented about the centre and how to join. Members of CCA/M then gave talks
about their work and ML in general. Current students presented themselves and
how they got to start a PhD with CCA/M. They also answered audience questions in
a very personal conversational environment. Reception was great and engagement

throughout the session was high.

(b) Virtual Open House, 15th November 2021, 1-3pm
The first CCA/M Open House took place a year earlier, and was already well at-
tended. The aim was to ensure that the CCA/M attracts the best possible pool of

candidates to apply as early as possible within the PhD recruitment cycle.


https://www.syntheticdata4ml.vanderschaar-lab.com/

3.5 CCAIM SUMMER SCHOOL

CCAIM Summer School, 5th - 9th September 2022

CCAIM hosted the world's first Summer School exclusively focused on Al and Ma-
chine Learning for Healthcare. The Summer School brought together over 400 stu-
dents, researchers, clinicians, and industry experts. The talks provided an intense
dive into the future of machine learning in healthcare, covering its potential for data
interpretation, clinical trials, discovery, treatment effect estimation, quantitative epis-
temology, causal deep learning, AutoML, graph neural nets and applications in ge-
nomics, risk prediction, survival analysis, longitudinal studies, visualisation, synthetic
data and much more.

CCAIM provided 40 free places for AZ and GSK researchers to attend the highly
successful CCA/M Summer School. Additional paid registrations were taken up by
industry employees as well. The feedback has been very positive.

Participation
e 425 Participants
e 41 Speakers
e 19 Exhibition Talks by Participants

Breakdown
e Strong case for continuous learning
e Student Registrations - 285 (67%)
e Professionals - 137 (32%)

Interesting for all backgrounds
e Academic participants - 307 (72%)
e Clinicians - 43 (10%)
e Industry - 75 (18%)

An international event
e 159 Institutions
UK 47 (30%)
World 112 (70%)
UK - 279 Participants (66%)
World - 146 Participants (34%)

Top UK Institutions Top International Institutions
University of Cambridge Technical University Munich
University College London ETH Zdrich

Imperial College London Politecnico Di Milano
King's College London MIT

University of Oxford Harvard
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Feedback
Quotes

"Wide variety and comprehensive range of Speakers"; " Variety of topics, involv-
ing frontline clinicians, networking opportunities, excellent speakers’; "PhD Stu-
dents being able to present their work"; "Very well structured and good flow of
talks"; "Learning about cutting-edge methods and meeting the researchers’; "As a
clinician, | was inspired by all the clinical talks. It was good to know that ground-

breaking work is already happening in the field of Al in healthcare".

Impact

e Strong contribution to a rise in Twitter (26%) and LinkedIn (39%) subscribers.



3.6 SEMINAR SERIES

CCAIM hosts a series of free online seminars featuring internationally renowned

speakers: CCA/M Seminar Series

A recording of the seminars is available on the CCA/MYouTube channel.

Prof Carlos

The Innovation Economy and the

Bustamante Stanford University | 10 Feb 2021 Future of Biotech and Healthcare
Prof | Finding the Doctor in bi dical
rol lsaac Harvard University | 24 Feb 2021 inding e. octor !n ‘omedica
Kohane informatics
Prof Dana Pe'er Mem9r|a| Slc?an 10 Mar 2021 ML me.ets single-cell Biology: In-
Kettering Institute sights and Challenges
Prof Guido Stanford Grao!uate 12 May 2021 Using. exPeriments t(.) correct for
Imbens School of Business selection in observational studies
Dr Oliver Stegle German Cancer 21 July 2021 From ge.notype to phen(?type with
Research Center single-cell resolution
Machine | i identif
Dr Carsten Utoft | Righospitalet Co- ac m.e earning carlw een I_ y
Ni h 02 Nov 2021 newly diagnosed patients with
remann pennagen CLL at high risk of infection
Prof Fab.|an J. Mem9r|a| Slc?an 08 Dec 2021 Lear.mng c§||u|ar state and Cilynam-
Theis Kettering Institute ics in single cell genomics
R i [I-Cell | -
Prof Sylvia K. Stanford School of .ecohstructlng ce ;e ntgrac
. . 12 Jan 2022 | tions in the Tumor Microenviron-
Plevritis Medicine
ment
Dr David Ascher University of 26 Jan 2022 Interpretable Neural .N.etworks for
Queensland Computer Vision
Prof hi I le N IN ks f
ro Cyfwt ia Duke University | 16 Feb 2022 nterpretable Neura | .etwor s for
Rudin Computer Vision
DrP h N I'N ksi -
r. eta.r DeepMind 13 Apr 2022 Grap eu.ra etworks in Com
Velickovic putational Biology and Healthcare
Predictability, stability, and causal-
Prof Bin Yu UC Berkely 03 Oct 2022 ity with a case study to seek ge-
netic drivers of a heart disease
Prof Daniel University College Image quality transfer and democ-
Alexander London 26 Oct 2022 ratization of MRI
ter f
Prof Joachim L. German Center for Swarm Learning to foster Precision
Neurodegenera- | 24 Nov 2022 .
Schultze : . Medicine
tive Diseases
Al in healthcare - discussing the
Dr Janak poteniual, challenges to imple-
) KPMG UK 12 Dec 2022 | mentation and large-scale adop-
Gunatilleke

tion, and how we can do things
better.

rzz
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3.7 CCAIM Al CLINIC

CCAIM Al Clinic, 10th November 2022, 2-4pm

We launched the CCA/M Al clinics are a series of interactive seminars from CCA/M
faculty and data engineers to engage and interact with local academic physicians
and NHS staff to demonstrate the potential power of methods developed in the Cen-
tre. We had 118 sign-ups for the event which has generated several new research
projects.

Arecording can be found here: https://www.youtube.com/watch?v=Q9pHyPgfOdU

Structure of the Al Clinic on 10" November 2022

Structure of today’s session

Introduction

14:05 - 14:15// Introduction by Andres Floto
ML and Healthcare

14:15 - 14:25// Mihaela van der Schaar — What can ML do in Healthcare: Opportunities
14:25 - 14:30 // Alexander Gimson — ML in Transplantation

14:30 - 14:40 // Eoin McKinney — How you can utilise ML now: AutoPrognosis 2.0
14:40 - 14:43 // Evgeny Saveliev — Demonstrators and Time-Series Software

14:43 — 14:45 // Robert Davis — Demonstrators and ML Interpretability Software

Q&A

15:00 — 15:10// End of Session

. E UNIVERSITY OF
Cambridge Cent: B n ~
Z}%@ for Al in Medicine P CAMBRIDGE


https://www.youtube.com/watch?v=Q9pHyPqfOdU

3.8 EXPERT TALKS, SESSIONS OF INSPIRATION EXCHANGE AND
REVOLUTIONIZING HEALTHCARE

(a) Talks

Prof Mihaela van der Schaar

Event date: 2nd August 2022

Venue/organiser: Association for Uncertainty in Artificial Intelligence (AUAI)

Event name: The 38th Conference on Uncertainty in Artificial Intelligence (UAI)

Title: Augmenting human skill using machine learning: Going beyond inverse rein-

forcement learning

https://www.auai.org/uai2022/

Event date: 28th July 2022
Venue/organiser: (Various)

Event name: IJCAI-ECAI 2022

Title: Panning for insights in medicine and beyond: New frontiers in machine learn-

ing interpretability

https://ijcai-22.orag/keynote-speakers/

Event date: 30th March 2022
Venue/organiser: AISTATS
Title: Using ML to discover the underlying models of medicine

http://aistats.org/aistats2022/

More talks can be found on the link below.

https://www.vanderschaar-lab.com/prof-mihaela-van-der-schaars-speaking-en-

gagements/

Prof Andres Floto FMed Sci
Event date: 21st September 2021
Invited talk: Machine learning for Cystic Fibrosis

Imperial College Al4Health conference
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Event date: 22nd May 2022
Keynote presentation: Applications of ML-empowered home monitoring in Cystic
Fibrosis

LifeArc Conference

Event date: 3rd June 2022
Keynote presentation: Evolution of nontuberculous mycobacteria (revealed through
ML analysis)

Colorado Mycobacteria Conference

Event date: 3rd November 2022
Invited talk: Phenogenomics of Mycobacteria (revealed through ML analysis)

North American CF Conference

Event date: 7th December 2022
Invited talk: Transforming life science through Al and machine learning: embracing
new horizons

Milner Therapeutic Institute

(b) WeCREATE

WeCREATE is a quarterly series of stimulating, inspiring bootcamps for female stu-
dents and young professionals, dispelling myths and highlighting the creative prom-
ise of Al/machine learning/engineering/computer science careers. Featuring invited

guests/panellists at the top of their fields.

The first session took place on International Women's Day 8 March 2022 and was

well attended. The recording can be watched on YouTube.

Another inspiring session was recorded on 8 June 2022 having Prof Anna Scaglione
(Cornell University), Dr Cheng Zhang (Microsoft Research) and Prof Dr Setareh
Maghsudi (Tibingen University) as distinguished speakers.

LM Thethird WeCREATE session took place on Wednesday 28 September and included
&N Dr Emma Slade (GSK) as a speaker.



https://www.youtube.com/watch?v=a71S0lpEeSs&list=PL0pH5UIHJF3fHwiwQU6BYe8plu3ub96DR

(c) CCAIM Workshops
Next generation clinical trials - Brainstorming sessions

Several brainstorming sessions on ML-enabled clinical trials took place in May 2022.

The sessions considered how ML can improve clinical trials - from patient recruit-
ment, to enhanced clinical trial designs including adaptive clinical trials, to post-hoc
analysis of clinical trials, to improved commercialisation of therapeutics after they

have been approved.

The sessions were run by Mihaela van der Schaar and her students; Zhaozhi Qian,
Alicia Curth, Alihan Huytk, Alex Chan, Alan Jeffares.
Both sessions were extremely well attended; 100+ attendees from AZ and 30+ at-

tendees from GSK.

(d) Inspiration Exchange
Two Inspiration Exchange sessions with the involvement of CCA/Mhave taken place:

Causal Deep Learning Part 1, which involved Kim Branson

Causal Deep Learning Part 2, which involved Jim Weatherall

(e) Revolutionizing Healthcare
Here are the Revolutionizing Healthcare sessions involving CCA/M clinicians:

Roundtable on interpretability Part 1, which involved Dr Alexander Gimson

Roundtable on interpretability Part 2, which involved Dr Alexander Gimson

Roundtable on personalised therapeutics, involving Prof Eoin McKinney

ML powered tools for clinicians Part 1, involving Prof Eoin McKinney & Dr Ari Ercole

ML powered tools for clinicians Part 2, which involved Dr George Mells

How can AI/ML transform organ transplantation, involving Dr Alexander Gimson

Using ML to power clinical trials, Part 1, involving Prof Eoin McKinney & Prof Richard
Peck

Using ML to power clinical trials, Part 2, involving Prof Eoin McKinney & Prof Richard
Peck

Machine Learning and Cystic Fibrosis, which involved Prof Andres Floto

AutoPrognosis Part 1, which involved Prof Eoin McKinney

AutoPrognosis Part 2, which involved Prof Eoin McKinney
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(f) Sandpits and research distillation
e Data-centric Al: online, AZ, 11th November 2022.

The van der Schaar lab gave a seminar on the nascent agenda on data-centric Al.

Host from AZ - Dr Dino Oglic

e Synthetic data (GSK): In person at GSK-Al in London, 1st November 2022.
The van der Schaar lab gave a comprehensive seminar (Prof van der Schaar and 3
students, including Tennison Liu, CCA/M student) on synthetic data. We discuss
goals, methods for building generative models for synthetic data and use cases be-

yond privacy. Host from GSK - Dr Emma Slade

e Time-series models and causal effect inference: In person at AZ in Cam-
bridge, 17th August 2022.

The van der Schaar lab gave a comprehensive seminar (Prof van der Schaar and 3
students, including Tennison Liu, CCA/M student) on time-series models for longi-
tudinal data as well as models for estimating individualised effects of treatments
(ITE) over time. We discussed methods going beyond neural ODEs to deal with
more complex time-series environments in healthcare. We also presented new
methods for making ITE models more interpretable, thereby enabling better bi-

omarker discovery. Host from AZ - Dr Jim Weatherall

e A sandpit on ML-enabled clinical trials took place in December 2021:
This sandpit considered how ML can improve clinical trials - from patient recruit-
ment, to enhanced clinical trial designs including adaptive clinical trials, to post-hoc
analysis of clinical trials, to improved commercialisation of therapeutics after they

have been approved.

e InJune 2021 we hosted a sandpit on the topic of 'Functional Genomics'
This sandpit was intended to identify potential collaborations between our Centre's
Faculty, researchers from across the University of Cambridge ecosystem, and key
industry partners from GSK and AstraZeneca. Participants shared how they imagine
ML and Al methods might help in addressing fundamental problems related to func-
tional genomics. Through joint PhD studentships, we are hoping to support a num-

ber of collaboratives, interdisciplinary projects generated from this sandpit.



o CCAIM hosted three Sandpits on causal effect inference led by the van der
Schaar Lab in April and May 2021

¢ Ideas’ Incubator - May 2021
The Centre hosted an ‘Ideas’ Incubator’ event on 24 May 2021. CCA/M invited re-
searchers from across the University to pitch artificial intelligence and machine learn-
ing for healthcare and bioscience research ideas to CCA/M with the aim of estab-

lishing future partnerships and collaborations.

3.9 POLICY & SOCIETAL IMPACT
Dr Adrian Weller was appointed as a new CCA/M Associate Faculty member in Oc-
tober 2022. https://ccaim.cam.ac.uk/team/. Adrian will lead CCA/M efforts into ex-

ploring ethical Al, regulatory issues, and fairness.

The first of a series of CCA/M Policy workshops (‘The challenges of trustworthy ML
in healthcare’) is planned for Thursday, 15th June, aiming to advance our commu-
nity’s understanding of, and work towards addressing, the challenges in designing,
developing and deploying appropriate Al systems for the benefit of patients and

society.
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4 FUTURE PLANS

In the next year, we will focus on addressing the following key challenges, which
were identified together with our sponsors during discussions in specialized ses-

sions, organized workshops and as part of the Joint Steering Committee meetings.

(a) Machine learning for personalised therapeutics

CCA/Mhas played a pioneering role so far in developing cutting edge methods for
estimating treatment effects from observational data. This coming year we aim to
build on this expertise and develop machine learning methodology which can de-
termine personalise policies for determining what to observe and when to deter-
mine treatment decisions, when to start and stop treatment, how to consider inter-
actions among treatments etc. Also, the ML faculty and students will work closely
with the clinical faculty to implement some of these methods into electronic health
records and registries and develop together ways to assess the effectiveness of
these methods in the clinical setting.

Responsible Faculty:Van der Schaar, McKinney, Floto, Gimson.

Timeline: End of December 2024

(b) Machine learning for next-generation clinical trials

CCAIM has developed strong expertise in machine learning for empowering next-
generation clinical trials. However, there is a long research and regulation agenda
ahead. This coming year we aim to develop new machine learning methodology for
personalised dose and dose finding in clinical trials, methods for sequential designs,
more effective monitoring of patients in clinical trials etc. as well as validation of
technologies developed so far such as SyncTwin.

Responsible Faculty:Van der Schaar, McKinney, Wood, Peck, Floto.

Timeline: End of December 2024

(c) Machine learning for discovery from clinical data
CCA/M has devised a new strand of machine learning - Causal Deep Learning, with
the goal to enable discovery from complex, multi-dimensional and multi-view clini-

cal and omics data. We are at the beginning of this research agenda and CCA/M will



work across interdisciplinary boundaries to make sure that useful tools for causal
discovery are created and validated.

Responsible Faculty:Van der Schaar, Floto, McKinney.

Timeline: End of June 2024

(d) Machine learning for genomics - method development and clinical/experimental
validation

Building on the suite of advanced methods developed by CCA/M for feature selec-
tion, causal deep learning, geometric deep learning, and counterfactual estima-
tions, we now want to apply these approaches to bacterial and human genomic da-
tasets to define causal variants, uncover gene-gene interaction networks, and build
systems-level dynamic models of cellular behaviour in experimentally-testable sys-
tems.

Responsible Faculty: Lio, Floto, Teichmann.

Timeline: End of June 2024

(e) Deployment of CCAIM ML methods within hospital electronic health records
CCAIM is working with regional NHS services and Cambridge University Hospitals
to deploy a collection of Auto ML tools for analysis of static and longitudinal clinical
datasets within the EPIC EMR research environment to permit all Cambridge-based
medical researchers to employ these methods for their own projects. These projects
will look at both clinical outcomes as well as logistics and operational outcomes such
as predicting resource needs in hospitals and clinics.

Responsible Faculty: Ercole, Floto, McKinney, Van der Schaar.

Timeline: End of December 2024

(f) Write an influential position paper about the role of machine learning in pharma-
ceutical industry.

CCAIM faculty will collaborate with sponsors and write an influential paper about
the role of machine learning and Al in transforming the pharmaceutical industry.
Responsible Faculty: Peck, Van der Schaar.

Timeline: End of September 2023
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(g) Write a manifesto paper about the role which machine learning can play in trans-
forming healthcare in the short and medium run.

CCAIM faculty will collaborate to write an influential paper on the role of machine
learning in transforming healthcare in the short and medium term. Special focus will
be played to the role which this can play in the NHS and UK.

Responsible Faculty: Gimson, McKinney, Floto, Ercole, Van der Schaar.

Timeline: End of September 2023



5 APPENDIX

Here we present the abstracts for the papers mentioned in Section 3:
5.1 OUTPUTS FROM CCAIM PHD STUDENTS

Alex Norcliffe (started Oct 2021)

o Harrison Mitchell, Alex Norcliffe, Pietro Lio. Learning Feynman Diagrams us-
ing Graph Neural Networks. NeurlPS 2022 ML for Physical Sciences Work-
shop. Link

In the wake of the growing popularity of machine learning in particle physics, this
work finds a new application of geometric deep learning on Feynman diagrams to
make accurate and fast matrix element predictions with the potential to be used in
analysis of quantum field theory. This research uses the graph attention layer which
makes matrix element predictions to 1 significant figure accuracy above 90% of the
time. Peak performance was achieved in making predictions to 3 significant figure
accuracy over 10% of the time with less than 200 epochs of training, serving as a
proof of concept on which future works can build upon for better performance. Fi-
nally, a procedure is suggested, to use the network to make advancements in quan-
tum field theory by constructing Feynman diagrams with effective particles that rep-
resent non-perturbative calculations.

e Alex Norcliffe, Fergus Imrie, Pietro Lid, Mihaela van der Schaar. Composite
Feature Selection using Deep Ensembles.
NeurlPS 2022. Link

In many real world problems, features do not act alone but in combination with each
other. For example, in genomics, diseases might not be caused by any single muta-
tion but require the presence of multiple mutations. Prior work on feature selection
either seeks to identify individual features or can only determine relevant groups
from a predefined set. We investigate the problem of discovering groups of predic-
tive features without predefined grouping. To do so, we define predictive groups in
terms of linear and non-linear interactions between features. We introduce a novel
deep learning architecture that uses an ensemble of feature selection models to find
predictive groups, without requiring candidate groups to be provided. The selected
groups are sparse and exhibit minimum overlap. Furthermore, we propose a new
metric to measure similarity between discovered groups and the ground truth. We
demonstrate the utility of our model on multiple synthetic tasks and semi-synthetic
chemistry datasets, where the ground truth structure is known, as well as an image
dataset and a real-world cancer dataset.
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e Alex Norcliffe, Bogdan Cebere, Fergus Imrie, Pietro Lido, Mihaela van der
Schaar. SurvivalGAN: Synthetic Data for Static Survival Analysis. AISTATS
2023, Accepted

o Alex Norcliffe, Marc Deisenroth. Faster Training of Neural ODEs using GauB3-
Legendre Quadrature. ICML 2022 workshop on Continuous Time Methods

Charles Harris (started October 2021)

e Arian R. Jamasb, Ramon Vifas, Eric J. Ma, Charles Harris, Kexin Huang, Dom-
inic Hall, Pietro Lié, Tom L. Blundell. Graphein - a Python Library for Geometric
Deep Learning and Network Analysis on Protein Structures and Interaction
Networks. NeurlPS 2022, ICML-Al4Science 2022. Link

Geometric deep learning has well-motivated applications in the context of biol-
ogy, a domain where relational structure in datasets can be meaningfully lever-
aged. Currently, efforts in both geometric deep learning and, more broadly,
deep learning applied to biomolecular tasks have been hampered by a scarcity
of appropriate datasets accessible to domain specialists and machine learning
researchers alike. However, there has been little exploration of how to best to
integrate and construct geometric representations of these datatypes. To ad-
dress this, we introduce Graphein as a turn-key tool for transforming raw data
from widely-used bioinformatics databases into machine learning-ready datasets
in a high-throughput and flexible manner. Graphein is a Python library for con-
structing graph and surface-mesh representations of protein structures and bio-
logical interaction networks for computational analysis. Graphein provides utili-
ties for data retrieval from widely-used bioinformatics databases for structural
data, including the Protein Data Bank, the recently-released AlphaFold Structure
Database, and for biomolecular interaction networks from STRINGdb, BioGrid,
TRRUST and RegNetwork. The library interfaces with popular geometric deep
learning libraries: DGL, PyTorch Geometric and PyTorch3D though remains
framework agnostic as it is built on top of the PyData ecosystem to enable inter-
operability with scientific computing tools and libraries. Graphein is designed to
be highly flexible, allowing the user to specify each step of the data preparation,
scalable to facilitate working with large protein complexes and interaction
graphs, and contains useful pre-processing tools for preparing experimental
files. Graphein facilitates network-based, graph-theoretic and topological anal-
yses of structural and interaction datasets in a high-throughput manner. As ex-
ample workflows, we make available two new protein structure-related datasets,
previously unused by the geometric deep learning community. We envision that


https://www.biorxiv.org/content/10.1101/2020.07.15.204701v2

Graphein will facilitate developments in computational biology, graph represen-
tation learning and drug discovery.

e Arne Schneuing, Yuangi Du, Charles Harris, Arian Jamasb, llia Igashov,
Weitao Du, Tom Blundell, Pietro Li6, Carla Gomes, Max Welling, Michael
Bronstein, Bruno Correia. Structure-based Drug Design with Equivariant Dif-
fusion Models. NeurlPS-MLSB Workshop 2022, Submitted to ICLR 2023. Link

Structure-based drug design (SBDD) aims to design small-molecule ligands that
bind with high affinity and specificity to pre-determined protein targets. Tradi-
tional SBDD pipelines start with large-scale docking of compound libraries from
public databases, thus limiting the exploration of chemical space to existent pre-
viously studied regions. Recent machine learning methods approached this
problem using an atom-by-atom generation approach, which is computationally
expensive. In this paper, we formulate SBDD as a 3D-conditional generation
problem and present DiffSBDD, an E(3)-equivariant 3D-conditional diffusion
model that generates novel ligands conditioned on protein pockets. Further-
more, we curate a new dataset of experimentally determined binding complex
data from Binding MOAD to provide a realistic binding scenario that comple-
ments the synthetic CrossDocked dataset. Comprehensive in silico experiments
demonstrate the efficiency of DiffSBDD in generating novel and diverse drug-
like ligands that engage protein pockets with high binding energies as predicted
by in silico docking.

Tennison Liu (started February 2022)

Tennison Liu, Alex Chan, Boris van Breugel, Mihaela van der Schaar. Fair-
COCCO: Fair Learning with Multitype and Multivariate Sensitive Attributes. Al-
gorithmic Fairness through the Lens of Causality and Privacy. NeurlPS 2022 work-
shop

Alan Jeffares*, Tennison Liu*, Jonathan Crabbé, Fergus Imrie, Mihaela van der
Schaar. L-GOS: Regularization by Latent Gradient Orthogonalization and Spe-
cialization, International Conference on Learning Representations (ICLR) 2023,
Accepted.

Tennison Liu, Zhaozhi Qian, Jeroen Berrevoets, Mihaela van der Schaar. GOG-
GLE: Framework for Generative Modelling with Graph Learning, , International
Conference on Learning Representations (ICLR) 2023, Accepted
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5.2 CCAIM-SUPPORTED OUTPUTS FROM FACULTY & ASSOCIATE FAC-
ULTY

e Yuchao Qin, Ahmed Alaa, Andres Floto, Mihaela van der Schaar. External Validity
of Machine Learning-based Prognostic Scores for Cystic Fibrosis: A Retrospec-
tive Study using the UK and Canadian Registries. PLOS Digital Health (2022). Link

Precise and timely referral for lung transplantation is critical for the survival of cystic
fibrosis patients with terminal illness. While machine learning (ML) models have
been shown to achieve significant improvement in prognostic accuracy over current
referral guidelines, the external validity of these models and their resulting referral
policies has not been fully investigated.

Here, we studied the external validity of machine learning-based prognostic models
using annual follow-up data from the UK and Canadian Cystic Fibrosis Registries.
Using a state-of-the-art automated ML framework, we derived a model for predicting
poor clinical outcomes in patients enrolled in the UK registry, and conducted exter-
nal validation of the derived model using the Canadian Cystic Fibrosis Registry. In
particular, we studied the effect of (1) natural variations in patient characteristics
across populations and (2) differences in clinical practice on the external validity of
ML-based prognostic scores.

Overall, decrease in prognostic accuracy on the external validation set (AUCROC:
0.88, 95% CI 0.88-0.88) was observed compared to the internal validation accuracy
(AUCROC: 0.91, 95% CI1 0.90-0.92). Based on our ML model, analysis on feature con-
tributions and risk strata revealed that, while external validation of ML models exhib-
ited high precision on average, both factors (1) and (2) can undermine the external
validity of ML models in patient subgroups with moderate risk for poor outcomes. A
significant boost in prognostic power (F1 score) from 0.33 (95% C1 0.31-0.35)to 0.45
(95% Cl1 0.45-0.45) was observed in external validation when variations in these sub-
groups were accounted in our model. Our study highlighted the significance of ex-
ternal validation of ML models for cystic fibrosis prognostication.

The uncovered insights on key risk factors and patient subgroups can be used to
guide the cross-population adaptation of ML-based models and inspire new re-
search on applying transfer learning methods for fine-tuning ML models to cope
with regional variations in clinical care.

e Fergus Imrie, Alexander Norcliffe, Pietro Lio, Mihaela van der Schaar. Com-
posite Feature Selection using Deep Ensembles. Neural Information Pro-
cessing Systems (NeurlPS) 2022, also CoRR abs/2211.00631 (2022). Link
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https://arxiv.org/abs/2211.00631

In many real world problems, features do not act alone but in combination with each
other. For example, in genomics, diseases might not be caused by any single muta-
tion but require the presence of multiple mutations. Prior work on feature selection
either seeks to identify individual features or can only determine relevant groups
from a predefined set. We investigate the problem of discovering groups of predic-
tive features without predefined grouping. To do so, we define predictive groups in
terms of linear and non-linear interactions between features. We introduce a novel
deep learning architecture that uses an ensemble of feature selection models to find
predictive groups, without requiring candidate groups to be provided. The selected
groups are sparse and exhibit minimum overlap. Furthermore, we propose a new
metric to measure similarity between discovered groups and the ground truth. We
demonstrate the utility of our model on multiple synthetic tasks and semi-synthetic
chemistry datasets, where the ground truth structure is known, as well as an image
dataset and a real-world cancer dataset.

e Alex J. Chan, Richard Peck, Megan Gibbs, Mihaela van der Schaar. Synthetic
Model Combination: A New Machine Learning Method for Pharmacometric
Model Ensembling. CPT: Pharmacometrics & Systems Pharmacology (2022) sub-
mitted

e Pedro Baqui, Valerio Marra, Ahmed M. Alaa, loana Bica, Ari Ercole, Mihaela van
der Schaar. Comparing COVID-19 risk factors in Brazil using machine learning:
the importance of socioeconomic, demographic and structural factors. Nature
Scientific Reports (2021). Link

The COVID-19 pandemic continues to have a devastating impact on Brazil. Brazil's
social, health and economic crises are aggravated by strong societal inequities and
persisting political disarray. This complex scenario motivates careful study of the
clinical, socioeconomic, demographic and structural factors contributing to in-
creased risk of mortality from SARS-CoV-2 in Brazil specifically. We consider the Bra-
zilian SIVEP-Gripe catalog, a very rich respiratory infection dataset which allows us
to estimate the importance of several non-laboratorial and socio-geographic factors
on COVID-19 mortality. We analyze the catalog using machine learning algorithms
to account for likely complex interdependence between metrics. The XGBoost al-
gorithm achieved excellent performance, producing an AUC-ROC of 0.813 (95% ClI
0.810-0.817), and outperforming logistic regression. Using our model we found
that, in Brazil, socioeconomic, geographical and structural factors are more im-
portant than individual comorbidities. Particularly important factors were: The state
of residence and its development index; the distance to the hospital (especially for
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rural and less developed areas); the level of education; hospital funding model and
strain. Ethnicity is also confirmed to be more important than comorbidities but less
than the aforementioned factors. In conclusion, socioeconomic and structural fac-
tors are as important as biological factors in determining the outcome of COVID-19.
This has important consequences for policy making, especially on vaccination/non-
pharmacological preventative measures, hospital management and healthcare net-
work organization.

e Mihaelavan der Schaar, Ahmed M. Alaa, Andres Floto, Alexander Gimson, Stefan
Scholtes, Angela Wood, Eoin McKinney, Dan Jarrett, Pedro Lio, Ari Ercole. How
artificial intelligence and machine learning can help healthcare systems respond
to COVID-19, Mach Learn (2021). Link

The COVID-19 global pandemic is a threat not only to the health of millions of indi-
viduals, but also to the stability of infrastructure and economies around the world.
The disease will inevitably place an overwhelming burden on healthcare systems
that cannot be effectively dealt with by existing facilities or responses based on con-
ventional approaches. We believe that a rigorous clinical and societal response can
only be mounted by using intelligence derived from a variety of data sources to bet-
ter utilize scarce healthcare resources, provide per- sonalized patient management
plans, inform policy, and expedite clinical trials. In this paper, we introduce five of
the most important challenges in responding to COVID-19 and show how each of
them can be addressed by recent develop- ments in machine learning (ML) and ar-
tificial intelligence (Al). We argue that the integration of these techniques into local,
national, and international healthcare systems will save lives, and propose specific
methods by which implementation can happen swiftly and efficiently. We offer to
extend these resources and knowledge to assist policymakers seeking to implement
these techniques.

e Dan Jarret, Jinsung Yoon, loana Bica, Zhaozhi Qian, Ari Ercole, Mihaela van der
Schaar. Clairvoyance: A Pipeline Toolkit for Medical Time Series, International
Conference on Learning Representations, ICLR 2021. Link

Time-series learning is the bread and butter of data-driven *clinical decision sup-
port*, and the recent explosion in ML research has demonstrated great potential in
various healthcare settings. At the same time, medical time-series problems in the
wild are challenging due to their highly *composite* nature: They entail design
choices and interactions among components that preprocess data, impute missing
values, select features, issue predictions, estimate uncertainty, and interpret models.
Despite exponential growth in electronic patient data, there is a remarkable gap be-

e tween the potential and realized utilization of ML for clinical research and decision


https://www.repository.cam.ac.uk/handle/1810/317420
https://openreview.net/forum?id=xnC8YwKUE3k

support. In particular, orchestrating a real-world project lifecycle poses challenges
in engineering (i.e. hard to build), evaluation (i.e. hard to assess), and efficiency (i.e.
hard to optimize). Designed to address these issues simultaneously, Clairvoyance
proposes a unified, end-to-end, autoML-friendly pipeline that serves as a (i) software
toolkit, (ii) empirical standard, and (iii) interface for optimization. Our ultimate goal
lies in facilitating transparent and reproducible experimentation with complex infer-
ence workflows, providing integrated pathways for (1) personalized prediction, (2)
treatment-effect estimation, and (3) information acquisition. Through illustrative ex-
amples on real-world data in outpatient, general wards, and intensive-care settings,
we illustrate the applicability of the pipeline paradigm on core tasks in the
healthcare journey. To the best of our knowledge, Clairvoyance is the first to demon-

strate viability of a comprehensive and automatable pipeline for clinical time-series
ML.

e Jeroen Berrevoets, Ahmed Alaa, Zhaozhi Qian, James Jordon, Alexander Gim-
son, Mihaela van der Schaar. Learning Queueing Policies for Organ Transplanta-
tion Allocation using Interpretable Counterfactual Survival Analysis. ICML (2021).
Link

Organ transplantation is often the last resort for treating end-stage illnesses, but
managing transplant wait-lists is challenging because of organ scarcity and the com-
plexity of assessing donor-recipient compatibility. In this paper, we develop a data-
driven model for (real-time) organ allocation using observational data for transplant
outcomes. Our model integrates a queuing-theoretic framework with unsupervised
learning to cluster the organs into “organ types”, and then construct priority queues
(associated with each organ type) wherein incoming patients are assigned. To rea-
son about organ allocations, the model uses synthetic controls to infer a patient’s
survival outcomes under counterfactual allocations to the different organ types{-}
the model is trained end-to-end to optimise the trade-off between patient waiting
time and expected survival time. The usage of synthetic controls enable patient-level
interpretations of allocation decisions that can be presented and understood by cli-
nicians. We test our model on multiple data sets, and show that it outperforms other
organ-allocation policies in terms of added life-years, and death count. Further-
more, we introduce a novel organ-allocation simulator to accurately test new poli-
cies.
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