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CCAIM at ICML 2023

CCAIM Faculty members will present 12 papers when the Fortieth International
Conference on Machine Learning ( ) takes place from 23— 29 July, one
of the most prominent annual gatherings of researchers, globally renowned for
presenting and publishing cutting-edge research on all aspects of machine
learning used in a wide array of fields like artificial intelligence, statistics and
data science, as well as important application areas such as machine vision,

computational biology, speech recognition, and robotics.

Of these papers, the 's paper on has
been selected for oral presentation. Prof Mihaela van der Schaar will also speak

at two as part of the conference.

Matching its publication total from the previous year, the Cambridge Centre for
Al in Medicine (CCAIM) is at the forefront of research in deep learning. The
papers — from ) , and

— cover a number of the Centre’s key research areas, including causal
deep learning, clinical trials, graphs, interpretable Al, inference, treatment

effect estimation, synthetic data and deep learning for tabular data.

Together, our researchers continuously explore and create revolutionary
technologies that will shape the future of healthcare, change clinical work,

and improve patient outcomes.

Details for all 12 papers are given below:


https://icml.cc/Conferences/2023/Dates
https://mlg.eng.cam.ac.uk/adrian/
https://proceedings.mlr.press/v202/reid23a.html
https://ccaim.cam.ac.uk/mihaela-van-der-schaar/
https://www.cl.cam.ac.uk/~pl219/
https://www.turing.ac.uk/people/researchers/adrian-weller
https://www.turing.ac.uk/people/researchers/adrian-weller

Learning Representations without

Compositional Assumptions

Tennison Liu, Jeroen Berrevoets, Zhaozhi Qian, Mihaela van der Schaar

Poster Session Find the paper here
Tuesday — 25 July — 05:00 PM — 07:30 PM (EDT) @ Exhibit Hall 1 #716

Abstract

This paper addresses unsupervised representation learning on tabular data containing multiple views generated by
distinct sources of measurement. Traditional methods, which tackle this problem using the multi-view framework,
are constrained by predefined assumptions that assume feature sets share the same information and representations
should learn globally shared factors. However, this assumption is not always valid for real-world tabular datasets with
complex dependencies between feature sets, resulting in localized information that is harder to learn. To overcome
this limitation, we propose a data-driven approach that learns feature set dependencies by representing feature sets
as graph nodes and their relationships as learnable edges. Furthermore, we introduce LEGATO, a novel hierarchical
graph autoencoder that learns a smaller, latent graph to aggregate information from multiple views dynamically. This
approach results in latent graph components that specialize in capturing localized information from different regions

of the input, leading to superior downstream performance.
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Figure 3: High-level illustration of LEGATO. The latent graph dynamically pools information by considering both view
embeddings and dependencies. The latent graph returns a decomposable representation for downstream tasks.
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On Over-Squashing in Message Passing Neural Networks:

The Impact of Width, Depth, and Topology

Francesco Di Giovanni, Lorenzo Giusti, Federico Barbero, Giulia Luise, Pietro Lio, Michael Bronstein

Poster Session Find the paper here
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Abstract

Message Passing Neural Networks (MPNNs) are instances of Graph Neural Networks that leverage the graph to
send messages over the edges. This inductive bias leads to a phenomenon known as over-squashing, where a node
feature is insensitive to information contained at distant nodes. Despite recent methods introduced to mitigate this
issue, an understanding of the causes for over-squashing and of possible solutions are lacking. In this theoretical
work, we prove that: (i) Neural network width can mitigate over-squashing, but at the cost of making the whole
network more sensitive; (ii) Conversely, depth cannot help mitigate over-squashing: increasing the number of layers
leads to over-squashing being dominated by vanishing gradients; (iii) The graph topology plays the greatest role,
since over-squashing occurs between nodes at high commute (access) time. Our analysis provides a unified
framework to study different recent methods introduced to cope with over-squashing and serves as a justification

for a class of methods that fall under graph rewiring.
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On the Expressive Power of Geometric Graph

Neural Networks

Chaitanya K. Joshi, Christian Bodnar, Simon V. Mathis, Taco Cohen, Pietro Lio
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Abstract

The expressive power of Graph Neural Networks (GNNs) has been studied extensively through the Weisfeiler-Leman
(WL) graph isomorphism test. However, standard GNNs and the WL framework are inapplicable for geometric graphs
embedded in Euclidean space, such as biomolecules, materials, and other physical systems. In this work, we propose
a geometric version of the WL test (GWL) for discriminating geometric graphs while respecting the underlying
physical symmetries: permutations, rotation, reflection, and translation. We use GWL to characterise the expressive
power of geometric GNNs that are invariant or equivariant to physical symmetries in terms of distinguishing
geometric graphs. GWL unpacks how key design choices influence geometric GNN expressivity: (1) Invariant layers
have limited expressivity as they cannot distinguish one-hop identical geometric graphs; (2) Equivariant layers
distinguish a larger class of graphs by propagating geometric information beyond local neighbourhoods; (3) Higher
order tensors and scalarisation enable maximally powerful geometric GNNs; and (4) GWL's discrimination-based

perspective is equivalent to universal approximation.
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Figure 2: Geometric Weisfeiler-Leman Test. GWL distinguishes non-isomorphic geometric graphs G, and G, by injectively
assigning colours to distinct neighbourhood patterns, up to global symmetries. Each iteration expands the neighbourhood
from which geometric information can be gathered (shaded for node 7). Example inspired by Schiitt et al. (2021), & = O(d).
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Simplex Random Features (Oral Presentation)

Isaac Reid, Krzysztof Choromanski, Valerii Likhosherstov, Adrian Weller
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Abstract

We present Simplex Random Features (SimRFs), a new random feature (RF) mechanism for unbiased approximation
of the softmax and Gaussian kernels by geometrical correlation of random projection vectors. We prove that SimRFs
provide the smallest possible mean square error (MSE) on unbiased estimates of these kernels among the class of
weight-independent geometrically-coupled positive random feature (PRF) mechanisms, substantially outperforming
the previously most accurate Orthogonal Random Features at no observable extra cost. We present a more
computationally expensive SimRFs+ variant, which we prove is asymptotically optimal in the broader family of
weight-dependent geometrical coupling schemes (which permit correlations between random vector directions and
norms). In extensive empirical studies, we show consistent gains provided by SimRFs in settings including pointwise

kernel estimation, nonparametric classification and scalable Transformers.
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Is Learning Summary Statistics Necessary for

Likelihood-free Inference?

Yanzhi Chen, Michael Gutmann, Adrian Weller
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Abstract

Likelihood-free inference (LFI) is a set of techniques for inference in implicit statistical models. A longstanding
question in LFI has been how to design or learn good summary statistics of data, but this might now seem
unnecessary due to the advent of recent end-to-end (i.e. neural network based) LFI methods. In this work, we rethink
this question with a new method for learning summary statistics. We show that learning sufficient statistics may be
easier than direct posterior inference, as the former problem can be reduced to a set of low-dimensional, easy-to-
solve learning problems. This suggests us to explicitly decouple summary statistics learning from posterior inference

in LFI. Experiments on diverse inference tasks with different data types validate our hypothesis.
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Figure 1. An overview of the proposed method for learning sufficient statistics .S = arg max. I(s(X);8), S € R?. Our method does
not directly estimate the mutual information I(s(X);@). Rather, it optimises a set of mutual informations 1(S;; 0;),% € {1,2,...M}

between M pairs of low-dimensional random variables {(S}, 6;)}/2,. Here 8 € R is the ‘sliced’ version of @ after the i-th slicing

operation (dashed arrow in the figure). S; € R¥ is the ‘secondary’ sufficient statistics tailored for 8; computed as S; = f;(S). Note that
d’ < d. Each slicing directions ¢, is uniformly sampled from the surface of a unit hypersphere. Objects in black solid lines are to learn.
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Synthetic Data, Real Errors: How (not) to publish

and use synthetic data

Boris van Breugel, Zhaozhi Qian, Mihaela van der Schaar
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Find the paper here
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Abstract

Generating synthetic data through generative models isgaining interest in the ML community and beyond, promising

a future where datasets can be tailored to individual needs. Unfortunately, synthetic data is usually not perfect,

resulting in potential errors in downstream tasks. In this work
we explore how the generative process affects the
downstream ML task. We show that the naive synthetic data
approach -- using synthetic data as if it is real -- leads to
downstream models and analyses that do not generalize well
to real data. As a first step towards better ML in the synthetic
data regime, we introduce Deep Generative Ensemble (DGE) -
- a framework inspired by Deep Ensembles that aims to
implicitly approximate the posterior distribution over the
generative process model parameters. DGE improves
downstream model training, evaluation, and uncertainty
quantification, vastly outperforming the naive approach on
average. The largest improvements are achieved for minority
classes and low-density regions of the original data, for which

the generative uncertainty is largest.
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Figure 1. Synthetic data is not perfect, which affects downstream
ML tasks, e.g. training a prediction model. The naive synthetic
data approach generates one synthetic dataset and treats it like
it is real. We propose using an ensemble of generative models
for capturing the generative uncertainty, implicitly encoded into
different synthetic data distributions.
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Accounting for Informative Sampling when Learning

to Forecast Treatment Outcomes over Time

Toon Vanderschueren*, Alicia Curth*, Wouter Verbeke, Mihaela van der Schaar

Poster Session Find the paper here
Wednesday — 26 July —05:00 PM — 06:30 PM (EDT) @ Exhibit Hall 1 #5124

Abstract

Machine learning (ML) holds great potential for accurately forecasting treatment outcomes over time, which could
ultimately enable the adoption of more individualized treatment strategies in many practical applications. However,
a significant challenge that has been largely overlooked by the ML literature on this topic is the presence of
informative sampling in observational data. When instances are observed irreqularly over time, sampling times are
typically not random, but rather informative -- depending on the instance's characteristics, past outcomes, and
administered treatments. In this work, we formalize informative sampling as a covariate shift problem and show that
it can prohibit accurate estimation of treatment outcomes if not properly accounted for. To overcome this challenge,
we present a general framework for learning treatment outcomes in the presence of informative sampling using
inverse intensity-weighting, and propose a novel method, TESAR-CDE, that instantiates this framework using Neural
CDEs. Using a simulation environment based on a clinical use case, we demonstrate the effectiveness of our approach

in learning under informative sampling.
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Figure 2: TESAR-CDE: Adapting TE-CDE for learning given SAR. The history of observations (©) and treatments ()
up to time ¢ is first encoded as a continuous latent path z(t¢). Based on a future treatment plan A;(t'), the decoder then
forecasts a future latent path z,(¢'), with ¢’ = ¢ + 7. In contrast to TE-CDE, TESAR-CDE (1) uses the latent path z,(’) to

forecast both the outcome 7/, (') and intensity \;(¢'), and (2) uses the intensity to weight the outcome loss using £VMSE,
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Adaptive Identification of Populations with Treatment Benefit

in Clinical Trials: Machine Learning Challenges and Solutions
Alicia Curth, Alihan HUyUk, Mihaela van der Schaar

Poster Session

Wednesday — 26 July —08:00 PM — 09:30 PM (EDT) @ Exhibit Hall 1 #415

Abstract

Find the paper here

We study the problem of adaptively identifying patient subpopulations that benefit from a given treatment during a

confirmatory clinical trial. This type of adaptive clinical trial has been thoroughly studied in biostatistics but has been

allowed only limited adaptivity so far. Here, we aim to relax classical restrictions on such designs and investigate how

to incorporate ideas from the recent machine learning literature on adaptive and online experimentation to make

trials more flexible and efficient. We find that the unique characteristics of the subpopulation selection problem --

most importantly that (i) one is usually interested in finding
subpopulations with any treatment benefit (and not
necessarily the single subgroup with largest effect) given a
limited budget and that (ii) effectiveness only has to be
demonstrated across the subpopulation on average -- give
rise to interesting challenges and new desiderata when
designing algorithmic solutions. Building on these findings,
we propose AdaGGI and AdaGCPI, two meta-algorithms for
subpopulation construction. We empirically investigate their
performance across a range of simulation scenarios and
derive insights into their (dis)advantages across different

settings.
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Figure 1. Overview of the two problem formulations and pro-
posed solutions. (A) The adaptive good subgroup identification
(AdaGG]I) algorithm finds individual subgroups with treatment
benefit through successive discovery. (B) The adaptive good com-
posite subpopulation (AdaGCPI) algorithm finds a composite sub-
population by successively removing the subgroup with smallest
effect until a positive average treatment effect is discovered.
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Differentiable and Transportable Structure

Learning

Jeroen Berrevoets, Nabeel Seedat, Ferqus Imrie, Mihaela van der Schaar
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Abstract

Directed acyclic graphs (DAGs) encode a lot of information about a particular distribution in their structure. However,
compute required to infer these structures is typically super-exponential in the number of variables, as inference
requires a sweep of a combinatorically large space of potential structures. That is, until recent advances made it
possible to search this space using a differentiable metric, drastically reducing search time. While this technique --
named NOTEARS -- is widely considered a seminal work in DAG-discovery, it concedes an important property in
favour of differentiability: transportability. To be transportable, the structures discovered on one dataset must apply
to another dataset from the same domain. We introduce D-Struct which recovers transportability in the discovered
structures through a novel architecture and loss function while remaining fully differentiable. Because D-Struct
remains differentiable, our method can be easily adopted in existing differentiable architectures, as was previously
done with NOTEARS. In our experiments, we empirically validate D-Struct with respect to edge accuracy and

structural Hamming distance in a variety of settings.
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Figure 2: D-Struct architecture. D-Struct is split into two major parts: subset construction (Section 3.2) and the
transportable structure learning algorithm (Section 3.1). The losses, Lpsr and Lusg, are combined and backpropagated
through the architecture to enforce transportability. Lastly, all DSFs are merged into a final DAG structure G.
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Efficient Graph Field Integrators meet Point

Clouds

Krzysztof Choromanski, Arjit Sehanobish, Han Lin, Yunfan Zao, et. Al., Adrian Weller

Poster Session Find the paper here
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Abstract

We present two new classes of algorithms for efficient field integration on graphs encoding point clouds. The first
class, SeparatorFactorization (SF), leverages the bounded genus of point cloud mesh graphs, while the second class,
RFDiffusion (RFD), uses popular epsilon-nearest-neighbor graph representations for point clouds. Both can be viewed
as providing the functionality of Fast Multipole Methods (FMMs), which have had a tremendous impact on efficient
integration, but for non-Euclidean spaces. We focus on geometries induced by distributions of walk lengths between
points (e.g., shortest-path distance). We provide an extensive theoretical analysis of our algorithms, obtaining new
results in structural graph theory as a byproduct. We also perform exhaustive empirical evaluation, including on-
surface interpolation for rigid and deformable objects (particularly for mesh-dynamics modeling), Wasserstein

distance computations for point clouds, and the Gromov-Wasserstein variant.
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Figure 4. First Row: Vertex normal prediction with SF and comparison with relevant low-distortion trees methods. Second Row: The
same task, but with RFD and the corresponding methods for multiplications with matrix exponentials. All methods except SF and RFD
either went out of memory (OOM) or ran out of time (OOT). The two algorithms maintain high accuracy even on large meshes.
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In Search of Insights, not Magic Bullets: Towards Demystification of
the Model Selection Dilemma in Heterogeneous Treatment Effect

Estimation
Alicia Curth, Mihaela van der Schaar

Poster Session Find the paper here
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Abstract

Personalized treatment effect estimates are often of interest in high-stakes applications -- thus, before deploying a
model estimating such effects in practice, one needs to be sure that the best candidate from the ever-growing
machine learning toolbox for this task was chosen. Unfortunately, due to the absence of counterfactual information
in practice, it is usually not possible to rely on standard validation metrics for doing so, leading to a well-known model
selection dilemma in the treatment effect estimation literature. While some solutions have recently been
investigated, systematic understanding of the strengths and weaknesses of different model selection criteria is still

lacking. In this paper, instead of attempting to
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Interpretable Neural-Symbolic Concept Reasoning

Pietro Barbiero, Gabriele Ciavegna, Franscesco Giannini, Mateo Espinosa Zarlenga, Lucie
Charlotte Magister, Alberto Tonda, Pietro Lio, et. al.
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Abstract

Deep learning methods are highly accurate, yet their opaque decision process prevents them from earning full human
trust. Concept-based models aim to address this issue by learning tasks based on a set of human-understandable
concepts. However, state-of-the-art concept-based models rely on high-dimensional concept embedding
representations which lack a clear semantic meaning, thus questioning the interpretability of their decision process.
To overcome this limitation, we propose the Deep Concept Reasoner (DCR), the first interpretable concept-based
model that builds upon concept embeddings. In DCR, neural networks do not make task predictions directly, but they
build syntactic rule structures using concept embeddings. DCR then executes these rules on meaningful concept truth
degrees to provide a final interpretable and semantically-consistent prediction in a differentiable manner. Our
experiments show that DCR: (i) improves up to +25% w.r.t. state-of-the-art interpretable concept-based models on
challenging benchmarks (ii) discovers meaningful logic rules matching known ground truths even in the absence of
concept supervision during training, and (iii), facilitates the generation of counterfactual examples providing the

learnt rules as guidance.
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executes the rule using the concept truth degrees to evaluate the rule symbolically. (right) Schema of DCR modules: first neural models ¢
and 1 generate the rule, and then the rule is executed symbolically.
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Workshops

Prof Mihaela van der Schaar

DMLR Workshop
In addition to the papers directly presented by our Centre, Prof Mihaela van der Schaar will also give a keynote talk
about Data Quality at the "DMLR Workshop: Data-centric Machine Learning Research”. You can learn more about her

lab’s approach to data-centric Al and ML here.

Prof van der Schaar will be speaking on Saturday 29 July from 10:120 AM —10:25 AM (EDT). You can find all information

about the workshop here.

DMLR@ICML23

Data-centric Machine Learning Research (DMLR) Workshop at ICML 2023

"COULD IT HAVE BEEN DIFFERENT?"

ICML WORKSHOP ON COUNTERFACTUALS
INMINDS AND MACHINES

JULY 29, 2023
HAWAII CONVENTION CENTER, ROOM 301 + Z0OM

Counterfactuals in Minds and Machines Workshop

Prof Mihaela van der Schaar is also invited to speak at the “/CML Workshop on counterfactuals in Minds and Machines".

There she will contribute her expertise in Causal Deep Learning. Explore her lab’s Research Pillar on that topic here.

Prof vander Schaar will be speaking on Saturday 29 July from 09:120 AM —09:30 AM (EDT). You can find all information

about the workshop here.
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https://www.vanderschaar-lab.com/causal-deep-learning-research-pillar/
https://sites.google.com/view/counterfactuals-icml/
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