
    

 

  

 

CCAIM at NeurIPS 2023 
Researchers from the Cambridge Centre for AI in Medicine are 
presenting a record-breaking 28 papers at the thirty-seventh 
Conference on Neural Information Processing Systems at the New 
Orleans Ernest N. Morial Convention Center, 10 - 16 December 
2023. 

Members of CCAIM are represented in italics and with a picture. 

  



  CCAIM at NeurIPS 2023 
 

CCAIM Faculty members will present 28 papers when the thirty-seventh Conference on Neural 

Information Processing Systems (NeurIPS 2023) takes place from 10 – 16 December, one of the 

most globally renowned for presenting and publishing cutting-edge research and the 

conference includes invited talks, demonstrations, symposia, and oral and poster presentations 

of refereed papers. A professional exposition focusing on machine learning in practice, a series 

of tutorials, and topical workshops that provide a less formal setting for the exchange of ideas 

takes place alongside the conference. 

This year’s number is well exceeding of the previous record of 18 CCAIM affiliated papers from 

2020 and 2021. Of these papers, the Weller Group‘s papers on Quasi-Monte Carlo Graph 

Random Features and Learning to Receive Help: Intervention-Aware Concept Embedding 

Models have been selected as spotlights. Papers that have been selected for oral presentation 

are Prof José Miguel Hernández-Lobato’s paper on Sampling from Gaussian Process Posteriors 

using Stochastic Gradient Descent and Prof Mihaela van der Schaar’s a U-turn on Double 

Descent: Rethinking Parameter Counting in Statistical Learning. Prof Mihaela van der Schaar’s 

lab will also chair a workshop on Synthetic Data and give a tutorial on data-centric AI as part of 

the conference. 

Presenting a record number of publications, the Cambridge Centre for AI in Medicine (CCAIM) 

is at the forefront of research in deep learning. The papers – from Prof Mihaela van der Schaar, 

Prof Adrian Weller, Prof José Miguel Hernández-Lobato, and Prof Pietro Liò – cover a number 

of the Centre’s key research areas, including molecular machine learning, clinical trials, graph 

networks, interpretable and reliable AI, inference, treatment effect estimation, ensembles, 

data-centric AI, synthetic data and causal deep learning. We are especially proud of Tennison 

Liu, PhD student at CCAIM, who is co-authoring the paper on Joint Training of Deep Ensembles 

Fails Due to Learner Collusion with Prof van der Schaar. 

Together, our researchers continuously explore and create revolutionary technologies that 

will shape the future of healthcare, change clinical work, and improve patient outcomes. 

Details for all 28 papers are given below: 

https://nips.cc/
https://medium.com/syncedreview/neurips-2019-the-numbers-c1808fba9480
https://mlg.eng.cam.ac.uk/adrian/
https://arxiv.org/abs/2305.12470
https://arxiv.org/abs/2305.12470
https://github.com/mateoespinosa/cem
https://github.com/mateoespinosa/cem
https://neurips.cc/virtual/2023/poster/71593
https://neurips.cc/virtual/2023/poster/71593
https://neurips.cc/virtual/2023/poster/71830
https://neurips.cc/virtual/2023/poster/71830
https://www.syntheticdata4ml.vanderschaar-lab.com/
https://neurips.cc/virtual/2023/tutorial/73949
https://ccaim.cam.ac.uk/mihaela-van-der-schaar/
https://www.turing.ac.uk/people/researchers/adrian-weller
https://jmhl.org/
https://www.cl.cam.ac.uk/~pl219/
https://ccaim.cam.ac.uk/our-students/
https://ccaim.cam.ac.uk/our-students/


 
Sheaf Hypergraph Networks 
Iulia Duta, Giulia Cassarà, Fabrizio Silvestri, Pietro Liò 

 

           Find the paper here 
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Abstract 

Higher-order relations are widespread in nature, with numerous phenomena involving complex interactions that 

extend beyond simple pairwise connections. As a result, advancements in higher-order processing can accelerate the 

growth of various fields requiring structured data. Current approaches typically represent these interactions using 

hypergraphs.We enhance this representation by introducing cellular sheaves for hypergraphs, a mathematical 

construction that adds extra structure to the conventional hypergraph while maintaining their local, higher-order 

connectivity. Drawing inspiration from existing Laplacians in the literature, we develop two unique formulations of 

sheaf hypergraph Laplacians: linear and non-linear. Our theoretical analysis demonstrates that incorporating sheaves 

into the hypergraph Laplacian provides a more expressive inductive bias than standard hypergraph diffusion, creating 

a powerful instrument for effectively modelling complex data structures. We employ these sheaf hypergraph 

Laplacians to design two categories of models: Sheaf Hypergraph Neural Networks and Sheaf Hypergraph 

Convolutional Networks. These models generalize classical Hypergraph Networks often found in the literature. 

Through extensive experimentation, we show that this generalization significantly improves performance, achieving 

top results on multiple benchmark datasets for hypergraph node classification. 

 

Figure 1: Visual representation of linear and non-

linear sheaf hypergraph Laplacian. (Top) In the 

linear case, the block matrix (LF )uv 

corresponding to the pair of nodes (u, v) 

accumulates contributions from each hyperedge 

that simultaneously contains both nodes. 

(Bottom) In the non- linear version, for each 

hyperedge, we 1st select the two nodes that are 

the most dissimilar in the hyperedge stalk 

domain: u ∼e v if (u, v) = argmaxu,v∈e||Fu◁exu 

− Fv◁exv ||22. Then, the block matrix ( ¯LF )uv 

associated with the pair of nodes (u, v) only 

accumulates contributions from a hyperedge e if u ∼e v. The two operators (linear and non-linear sheaf hypergraph Laplacian) represent the 

building blocks for the Sheaf Hypergraph Neural Network and Sheaf Hypergraph Convolutional Network respectively and we theoretically show 

that they exhibit a more expressive implicit bias compared to the traditional Hypergraph Networks, leading to better performance. 

https://paperswithcode.com/paper/sheaf-hypergraph-networks


Graph Denoising Diffusion for Inverse Protein Folding 
Kai Yi, Bingxin Zhou, Yiqing Shen, Pietro Liò, Yuguang Wang 
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Abstract 

Inverse protein folding is challenging due to its inherent one-to-many mapping characteristic, where numerous 

possible amino acid sequences can fold into a single, identical protein backbone. This task involves not only 

identifying viable sequences but also representing the sheer diversity of potential solutions. However, existing 

discriminative models, such as transformer-based auto-regressive models, struggle to encapsulate the diverse range 

of plausible solutions. In contrast, diffusion probabilistic models, as an emerging genre of generative approaches, 

offer the potential to generate a diverse set of sequence candidates for determined protein backbones. We propose 

a novel graph denoising diffusion model for inverse protein folding, where a given protein backbone guides the 

diffusion process on the corresponding amino acid residue types. The model infers the joint distribution of amino 

acids conditioned on the nodes' physiochemical properties and local environment. Moreover, we utilize amino acid 

replacement matrices for the diffusion forward process, encoding the biologically-meaningful prior knowledge of 

amino acids from their spatial and sequential neighbors as well as themselves, which reduces the sampling space of 

the generative process. Our model achieves state-of-the-art performance over a set of popular baseline methods in 

sequence recovery and exhibits great potential in generating diverse protein sequences for a determined protein 

backbone structure. 

Figure 1: Overview of GRADE-IF. In the diffusion process, the original amino acid is stochastically transitioned to other amino acids, leveraging BLOSUM with 

varied temperatures as the transition kernel. During the denoising generation phase, initial node features are randomly sampled across the 20 amino acids with 

a uniform distribution. This is followed by a gradual denoising process, conditional on the graph structure and protein secondary structure at different time 

points. We employ a roto-translation equivariant graph neural network as the denoising network. 

https://arxiv.org/abs/2306.16819
https://neurips.cc/media/neurips-2023/Slides/70170.pdf


Interpretable Graph Networks Formulate 
Universal Algebra Conjectures 

Francesco Giannini, Stefano Fioravanti, Oguzhan Keskin, Alisia Lupidi, Lucie Charlotte 
Magister, Pietro Liò, Pietro Barbiero 
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Abstract 

The rise of Artificial Intelligence (AI) recently empowered researchers to investigate hard mathematical problems 

which eluded traditional approaches for decades. Yet, the use of AI in Universal Algebra (UA)---one of the fields laying 

the foundations of modern mathematics---is still completely unexplored. This work proposes the first use of AI to 

investigate UA's conjectures with an equivalent equational and topological characterization. While topological 

representations would enable the analysis of such 

properties using graph neural networks, the 

limited transparency and brittle explainability of 

these models hinder their straightforward use to 

empirically validate existing conjectures or to 

formulate new ones. To bridge these gaps, we 

propose a general algorithm generating AI-ready 

datasets based on UA's conjectures, and 

introduce a novel neural layer to build fully 

interpretable graph networks. The results of our 

experiments demonstrate that interpretable 

graph networks: (i) enhance interpretability 

without sacrificing task accuracy, (ii) strongly 

generalize when predicting universal algebra's 

properties, (iii) generate simple explanations that 

empirically validate existing conjectures, and (iv) 

identify subgraphs suggesting the formulation of 

novel conjectures. 

https://arxiv.org/abs/2307.11688


Tanimoto Random Features for Scalable 
Molecular Machine Learning 

Austing Tripp, Sergio Bacallado, Sukriti Singh, José Miguel Hernández-Lobato 
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Abstract 

The Tanimoto coefficient is commonly used to measure the similarity between moleculesrepresented as discrete 

fingerprints.Because the Tanimoto coefficient is positive definite it can be used as a kernelin machine learning 

algorithms on molecules.In this paper we propose two kinds novel random features to allow this kernel to scale to 

large datasets,and in the process discover a novel extension of the kernel to real vectors.We theoretically characterize 

these random features, and provide error bounds on the spectral norm of the Gram matrix.Experimentally, we show 

that the random features proposed in this work are effective atapproximating the Tanimoto coefficient in real-world 

datasetsand that the kernels explored in this work are useful for molecular property prediction and optimization 

tasks. 
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Compression with Bayesian Implicit Neural 
Representations 

Zongyu Guo, Gergely Flamich, Jiajun He, Zhibo Chen, José Miguel Hernández-Lobato 
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Abstract 

Many common types of data can be represented as functions that map coordinates to signal values, such as pixel 

locations to RGB values in the case of an image. Based on this view, data can be compressed by overfitting a compact 

neural network to its functional representation and then encoding the network weights. However, most current 

solutions for this are inefficient, as quantization to low-bit precision substantially degrades the reconstruction quality. 

To address this issue, we propose overfitting variational Bayesian neural networks to the data and compressing an 

approximate posterior weight sample using relative entropy coding instead of quantizing and entropy coding it. This 

strategy enables direct optimization of the rate-distortion performance by minimizing the $\beta$-ELBO, and target 

different rate-distortion trade-offs for a given network architecture by adjusting $\beta$. Moreover, we introduce an 

iterative algorithm for learning prior weight distributions and employ a progressive refinement process for the 

variational posterior that significantly enhances performance. Experiments show that our method achieves strong 

performance on image and audio compression while retaining simplicity. 

 

https://arxiv.org/abs/2305.19185


Faster Relative Entropy Coding with Greedy 
Rejection Coding 

Gergely Flamich, Efstratios Markou, José Miguel Hernández-Lobato 
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Abstract 

Relative entropy coding (REC) algorithms encode a sample from a target distribution $Q$ using a proposal 

distribution $P$ using as few bits as possible. Unlike entropy coding, REC does not assume discrete distributions and 

require quantisation.As such, it can be naturally integrated into communication pipelines such as learnt compression 

and differentially private federated learning. Unfortunately, despite their practical benefits, REC algorithms have not 

seen widespread application, due to their prohibitively slow runtimes or restrictive assumptions. In this paper, we 

make progress towards addressing these issues. We introduce Greedy Rejection Coding (GRC), which generalises the 

rejection sampling-based algorithm of Harsha et al. (2007) to arbitrary probability spaces and partitioning schemes. 

We first show that GRC terminates almost surely and returns unbiased samples from $Q$, and then focus on two 

variants of GRC, namely GRCS and GRCD. We show that for continuous $Q$ and $P$ over $\mathbb{R}$ with 

unimodal $dQ/dP$, the expected runtime of GRCS is upper bounded by $\beta D_{KL}(Q||P) + \mathcal{O}(1)$ where 

$\beta \approx 4.82$, and its expected codelength is optimal. This makes GRCS the first REC algorithm with 

guaranteed optimal runtime for this class of distributions, up to the multiplicative constant $\beta$. This significantly 

improves upon the previous state-of-the-art method, A* coding (Flamich et al., 2022). Under the same assumptions, 

we experimentally observe and conjecture that the expected runtime and codelength of GRCD are upper bounded by 

$D_{KL}(Q||P) + \mathcal{O}(1)$. Finally, we evaluate GRC in a compression pipeline with variational autoencoders 

on MNIST, and show that a modified training objective and a codelength-compression method can further improve 

compression efficiency. 

 

https://arxiv.org/abs/2201.12857


SE(3) Equivariant Augmented Coupling Flows 
Laurence Midgley, Vincent Stimper, Javier Antorán, Emile Mathieu, Bernhard Schölkopf, 

José Miguel Hernández-Lobato 
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Abstract   

Coupling normalizing flows allow for fast sampling and density evaluation, making them the tool of choice for 

probabilistic modeling of physical systems. However, the standard coupling architecture precludes endowing flows 

that operate on the Cartesian coordinates of atoms with the SE(3) and permutation invariances of physical systems. 

This work proposes a coupling flow that preserves SE(3) and permutation equivariance by performing coordinate 

splits along additional augmented dimensions. At each layer, the flow maps atoms' positions into learned SE(3) 

invariant bases, where we apply standard flow transformations, such as monotonic rational-quadratic splines, before 

returning to the original basis. Crucially, our flow preserves fast sampling and density evaluation, and may be used to 

produce unbiased estimates of expectations with respect to the target distribution via importance sampling. When 

trained on the DW4, LJ13 and QM9-positional datasets, our flow is competitive with equivariant continuous 

normalizing flows, while allowing sampling two orders of magnitude faster. Moreover, to the best of our knowledge, 

we are the first to learn the full Boltzmann distribution of alanine dipeptide by only modeling the Cartesian positions 

of its atoms. Lastly, we demonstrate that our flow can be trained to approximately sample from the Boltzmann 

distribution of the DW4 and LJ13 particle systems using only their energy functions. 

 

https://arxiv.org/abs/2308.10364
https://github.com/lollcat/se3-augmented-coupling-flows


Adaptive Identification of Populations with Treatment Benefit 
in Clinical Trials: Machine Learning Challenges and Solutions 
Jihao Andreas Lin, Javier Antorán, Shreyas Padhy, David Janz, José Miguel Hernández-

Lobato, Alexander Terenin 
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Abstract 

Gaussian processes are a powerful framework for quantifying uncertainty and for sequential decision-making but are 

limited by the requirement of solving linear systems. In general, this has a cubic cost in dataset size and is sensitive to 

conditioning. We explore stochastic gradient algorithms as a computationally efficient method of approximately 

solving these linear systems: we develop low-variance optimization objectives for sampling from the posterior and 

extend these to inducing points. Counterintuitively, stochastic gradient descent often produces accurate predictions, 

even in cases where it does not converge quickly to the optimum. We explain this through a spectral characterization 

of the implicit bias from non-convergence. We show that stochastic gradient descent produces predictive 

distributions close to the true posterior both in regions with sufficient data coverage, and in regions sufficiently far 

away from the data. Experimentally, stochastic gradient descent achieves state-of-the-art performance on 

sufficiently large-scale or ill-conditioned regression tasks. Its uncertainty estimates match the performance of 

significantly more expensive baselines on a large-scale Bayesian optimization task. 
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Risk-Averse Active Sensing for Timely Outcome 
Prediction under Cost Pressure 

Yuchao Qin, Mihaela van der Schaar, Changhee Lee 
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Abstract 

Timely outcome prediction is essential in healthcare to enable early detection and intervention of adverse events. 

However, in longitudinal follow-ups to patients’ health status, cost-efficient acquisition of patient covariates is 

necessary due to the significant expense associated with measuring various parameters. To balance the timely and 

accurate outcome predictions with acquisition costs, an effective active sensing strategy is crucial. In this paper, we 

propose a novel risk-averse active sensing approach RAS that addresses the composite decision problem of when to 

conduct the acquisition and which measurements to make. Our approach decomposes the policy into two sub-

policies: acquisition scheduler and feature selector, respectively. Moreover, we introduce a novel risk-aversion 

training strategy to focus on the underrepresented subgroup of high-risk patients for whom timely and accurate 

prediction of disease progression is of greater value. Our method outperforms baseline active sensing approaches in 

experiments on both synthetic and real-world datasets, and we illustrate the significance of our policy decomposition 

and the necessity of a risk-averse sensing policy through case studies.  
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What is Flagged in Uncertainty Quantification? 
Latent Density Models for Uncertainty 

Categorization 
Hao Sun, Boris van Breugel, Jonathan Crabbé, Nabeel Seedat, Mihaela van der Schaar 
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Abstract 

Uncertainty Quantification (UQ) is essential for creating trustworthy machine learning models. Recent years have 

seen a steep rise in UQ methods that can flag suspicious examples, however, it is often unclear what exactly these 

methods identify. In this work, we propose a framework for categorizing uncertain examples flagged by UQ methods 

in classification tasks. We introduce the confusion density matrix---a kernel-based approximation of the 

misclassification density---and use this to categorize suspicious examples identified by a given uncertainty method 

into three classes: out-of-distribution (OOD) examples, boundary (Bnd) examples, and examples in regions of high 

in-distribution misclassification (IDM). Through extensive experiments, we show that our framework provides a new 

and distinct perspective for assessing differences between uncertainty quantification methods, thereby forming a 

valuable assessment benchmark. 

 

 

 

 

 

https://arxiv.org/abs/2207.05161


A U-turn on Double Descent: Rethinking 
Parameter Counting in Statistical Learning 

Alicia Curth*, Alan Jeffares*, Mihaela van der Schaar 
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Abstract 

Conventional statistical wisdom established a well-understood relationship between model complexity and 

prediction error, typically presented as a U-shaped curve reflecting a transition between under- and overfitting 

regimes. However, motivated by the success of overparametrized neural networks, recent influential work has 

suggested this theory to be generally incomplete, introducing an additional regime that exhibits a second descent in 

test error as the parameter count is increased past a first peak -- a phenomenon dubbed double descent. While most 

attention has naturally been given to the deep-learning setting, double descent was shown to emerge more generally 

across non-neural models: known cases include linear regression, trees, and boosting. In this work, we take a closer 

look at the evidence surrounding these more classical statistical machine learning methods and challenge the claim 

that observed cases of double descent truly extend the limits of a traditional U-shaped complexity-generalisation 

curve therein. We show that once careful consideration is given to what is being plotted on the x-axes of their double 

descent plots, it becomes apparent that there are implicitly multiple, distinct, complexity axes along which the 

parameter count grows, and that the second descent appears exactly (and only) when and where the transition 

between these underlying axes occurs. We then provide further insight by adopting a classical nonparametric 

statistics perspective. We interpret the investigated methods as smoothers and propose a generalized measure for 

the effective number of parameters they use on unseen examples, using which we find that their apparent double 

descent curves do indeed fold back into more traditional convex shapes. After providing this resolution to the 

ostensible tension between double descent and traditional statistical intuition, we discuss implications for practical 

issues such as model comparisons. 

 



TRIAGE: Characterizing and auditing training data for improved 
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Nabeel Seedat, Jonathan Crabbé, Zhaozhi Qian, Mihaela van der Schaar 
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Abstract 

Data quality is crucial for robust machine learning algorithms, with the recent interest in data-centric AI emphasizing 

the importance of training data characterization. However, current data characterization methods are largely focused 

on classification settings, with regression settings largely understudied. To address this, we introduce TRIAGE, a 

novel data characterization framework tailored to regression tasks and compatible with a broad class of regressors. 

TRIAGE utilizes conformal predictive distributions to provide a model-agnostic scoring method, the TRIAGE score. 

We operationalize the score to analyze individual samples' training dynamics and characterize samples as under-, 

over-, or well-estimated by the model. We show that TRIAGE's characterization is consistent and highlight its utility 

to improve performance via data sculpting/filtering, in multiple regression settings. Additionally, beyond sample 

level, we show TRIAGE enables new approaches to dataset selection and feature acquisition. Overall, TRIAGE 

highlights the value unlocked by data characterization in real-world regression applications. 

 

 

 

 

 

 

 

 



Synthcity: a benchmark framework for diverse use cases of tabular 
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Abstract 

Accessible high-quality data is the bread and butter of machine learning research, and the demand for data has 

exploded as larger and more advanced ML models are built across different domains. Yet, real data often contain 

sensitive information, are subject to various biases, and are costly to acquire, which compromise their quality and 

accessibility. Synthetic data have thus emerged as a complement to, sometimes even a replacement for, real data 

for ML training. However, the landscape of synthetic data research has been fragmented due to the diverse range of 

data modalities, such as tabular, time series, and images, and the wide array of use cases, including privacy 

preservation, fairness considerations, and data augmentation. This fragmentation poses practical challenges when 

comparing and selecting synthetic data generators in for different problem settings. To this end, we develop 

Synthcity, an open-source Python library that allows researchers and practitioners to perform one-click 

benchmarking of synthetic data generators across data modalities and use cases. Beyond benchmarking, Synthcity 

serves as a centralized toolkit for accessing cutting-edge data generators. In addition, Synthcity’s flexible plug-in style 

API makes it easy to incorporate additional data generators into the framework. Using examples of tabular data 

generation and data augmentation, we illustrate the general applicability of Synthcity, and the insight one can obtain. 
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Evaluating the Robustness of Interpretability Methods through 
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Abstract 

Interpretability methods are valuable only if their explanations faithfully describe the explained model. In this work, 

we consider neural networks whose predictions are invariant under a specific symmetry group. This includes popular 

architectures, ranging from convolutional to graph neural networks. Any explanation that faithfully explains this type 

of model needs to be in agreement with this invariance property. We formalize this intuition through the notion of 

explanation invariance and equivariance by leveraging the formalism from geometric deep learning. Through this 

rigorous formalism, we derive (1) two metrics to measure the robustness of any interpretability method with respect 

to the model symmetry group; (2) theoretical robustness guarantees for some popular interpretability methods and 

(3) a systematic approach to increase the invariance of any interpretability method with respect to a symmetry group. 

By empirically measuring our metrics for explanations of models associated with various modalities and symmetry 

groups, we derive a set of 5 guidelines to allow users and developers of interpretability methods to produce robust 

explanations. 

 

 

https://arxiv.org/abs/2304.06715


Joint Training of Deep Ensembles Fails Due to Learner Collusion 
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Abstract 

Ensembles of machine learning models have been well established as a powerful method of improving performance 

over a single model. Traditionally, ensembling algorithms train their base learners independently or sequentially with 

the goal of optimizing their joint performance. In the case of deep ensembles of neural networks, we are provided 

with the opportunity to directly optimize the true objective: the joint performance of the ensemble as a whole. 

Surprisingly, however, directly minimizing the loss of the ensemble appears to rarely be applied in practice. Instead, 

most previous research trains individual models independently with ensembling performed post hoc. In this work, we 

show that this is for good reason - joint optimization of ensemble loss results in degenerate behavior. We approach 

this problem by decomposing the ensemble objective into the strength of the base learners and the diversity between 

them. We discover that joint optimization results in a phenomenon in which base learners collude to artificially inflate 

their apparent diversity. This pseudo-diversity fails to generalize beyond the training data, causing a larger 

generalization gap. We proceed to comprehensively demonstrate the practical implications of this effect on a range 

of standard machine learning tasks and architectures by smoothly interpolating between independent training and 

joint optimization. 

 

 

 

 

 

 

https://arxiv.org/abs/2301.11323


Reimagining Synthetic Data Generation through Data-Centric AI: A 
Comprehensive Benchmark 
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Abstract 

Synthetic data serves as an alternative in training machine learning models, particularly when real-world data is 

limited or inaccessible. However, ensuring that synthetic data mirrors the complex nuances of real-world data is a 

challenging task. This paper addresses this issue by exploring the potential of integrating data-centric AI techniques 

which profile the data to guide the synthetic data generation process. Moreover, we shed light on the often ignored 

consequences of neglecting these data profiles during synthetic data generation --- despite seemingly high statistical 

fidelity. Subsequently, we propose a novel framework to evaluate the integration of data profiles to guide the 

creation of more representative synthetic data. In an empirical study, we evaluate the performance of five state-of-

the-art models for tabular data generation on eleven distinct tabular datasets. The findings offer critical insights into 

the successes and limitations of current synthetic data generation techniques. Finally, we provide practical 

recommendations for integrating data-centric insights into the synthetic data generation process, with a specific 

focus on classification performance, model selection, and feature selection. This study aims to reevaluate 

conventional approaches to synthetic data generation and promote the application of data-centric AI techniques in 

improving the quality and effectiveness of synthetic data. 

 

 

 

 

 

 



AllSim: Systematic Simulation and Benchmarking of Repeated 
Resource Allocation Policies in Multi-User Systems with Varying 
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Abstract 

Numerous real-world systems, ranging from healthcare to energy grids, involve users competing for finite and 

potentially scarce resources. Designing policies for resource allocation in such real-world systems is challenging for 

many reasons, including the changing nature of user types and their (possibly urgent) need for resources. Researchers 

have developed numerous machine learning solutions for determining resource allocation policies in these 

challenging settings. However, a key limitation has been the absence of good methods and test-beds for 

benchmarking these policies; almost all resource allocation policies are benchmarked in environments which are 

either completely synthetic or do not allow any deviation from historical data. In this paper we introduce AllSim, 

which is a benchmarking environment for realistically simulating the impact and utility of policies for resource 

allocation in systems in which users compete for such scarce resources. Building such a benchmarking environment 

is challenging because it needs to successfully take into account the entire collective of potential users and the impact 

a resource allocation policy has on all the other users in the system. AllSim's benchmarking environment is modular 

(each component being parameterized individually), learnable (informed by historical data), and customizable 

(adaptable to changing conditions). These, when interacting with an allocation policy, produce a dataset of simulated 

outcomes for evaluation and comparison of such policies. We believe AllSim is an essential step towards a more 

systematic evaluation of policies for scarce resource allocation compared to current approaches for benchmarking 

such methods. 
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Abstract 

Learning controllers with batched data in decision-making systems is an essential area of research due to its potential 

to reduce the risk of applications in real-world systems. However, in responsibility-sensitive settings such as 

healthcare, decision accountability is of paramount importance, yet has not been adequately addressed by the 

literature.This paper introduces the Accountable Batched Controller (ABC) that employs the batched dataset as the 

Decision Corpus and performs accountable control based on a tailored selection of examples, referred to as the 

Corpus Subset. ABC operates effectively in low-data scenarios, can be extended to the strictly batched imitation 

setting, and displays qualities of both conservation and adaptability.We assess ABC's performance in both simulated 

and real-world healthcare scenarios, emphasizing its capability to manage batched control tasks with high levels of 

performance while maintaining accountability. 
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Abstract 

The control of continuous-time environments while actively deciding when to take costly observations in time is a 

crucial yet unexplored problem, particularly relevant to real-world scenarios such as medicine, low-power systems, 

and resource management. Existing approaches either rely on continuous-time control methods that take regular, 

expensive observations in time or discrete-time control with costly observation methods, which are inapplicable to 

continuous-time settings due to the compounding discretization errors introduced by time discretization. In this 

work, we are the first to formalize the continuous-time control problem with costly observations. Our key theoretical 

contribution shows that observing at regular time intervals is not optimal in certain environments, while irregular 

observation policies yield higher expected utility. This perspective paves the way for the development of novel 

methods that can take irregular observations in continuous-time control with costly observations. We empirically 

validate our theoretical findings in various continuous-time environments, including a cancer simulation, by 

constructing a simple initial method to solve this new problem, with a heuristic threshold on the variance of reward 

rollouts in an offline continuous-time model-based model predictive control (MPC) planner. Although determining 

the optimal method remains an open problem, our work offers valuable insights and understanding of this unique 

problem, laying the foundation for future research in this area. 
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Abstract 

Closed-form differential equations, including partial differential equations and higher-order ordinary differential 

equations, are one of the most important tools used by scientists to model and better understand natural 

phenomena. Discovering these equations directly from data is challenging because it requires modeling relationships 

between various derivatives that are not observed in the data (equation-data mismatch) and it involves searching 

across a huge space of possible equations. Current approaches make strong assumptions about the form of the 

equation and thus fail to discover many well-known phenomena. Moreover, many of them resolve the equation-data 

mismatch by estimating the derivatives, which makes them inadequate for noisy and infrequent observations. To this 

end, we propose D-CIPHER, which is robust to measurement artifacts and can uncover a new and very general class 

of differential equations. We further design a novel optimization procedure, CoLLie, to help D-CIPHER search through 

this class efficiently. Finally, we demonstrate empirically that it can discover many well-known equations that are 

beyond the capabilities of current methods. 
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Abstract 

Evaluating the performance of machine learning models on diverse and underrepresented subgroups is essential for 

ensuring fairness and reliability in real-world applications. However, accurately assessing model performance 

becomes challenging due to two main issues: (1) a scarcity of test data, especially for small subgroups, and (2) possible 

distributional shifts in the model's deployment setting, which may not align with the available test data. In this work, 

we introduce 3S Testing, a deep generative modeling framework to facilitate model evaluation by generating 

synthetic test sets for small subgroups and simulating distributional shifts. Our experiments demonstrate that 3S-

Testing outperforms traditional baselines---including real test data alone---in estimating model performance on 

minority subgroups and under plausible distributional shifts. In addition, 3S offers intervals around its performance 

estimates, exhibiting superior coverage of the ground truth compared to existing approaches. Overall, these results 

raise the question of whether we need a paradigm shift away from limited real test data towards synthetic test data. 
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Abstract 

Concept Bottleneck Models (CBMs) tackle the opacity of neural architectures by constructing and explaining their 

predictions using a set of high-level concepts. A special property of these models is that they permit concept 

interventions, wherein users can correct mispredicted concepts and thus improve the model's performance. Recent 

work, however, has shown that intervention efficacy can be highly dependent on the order in which concepts are 

intervened on and on the model's architecture and training hyperparameters. We argue that this is rooted in a CBM's 

lack of train-time incentives for the model to be appropriately receptive to concept interventions. To address this, we 

propose Intervention-aware Concept Embedding models (IntCEMs), a novel CBM-based architecture and training 

paradigm that improves a model's receptiveness to test-time interventions. Our model learns a concept intervention 

policy in an end-to-end fashion from where it can sample meaningful intervention trajectories at train-time. This 

conditions IntCEMs to effectively select and receive concept interventions when deployed at test-time. Our 

experiments show that IntCEMs significantly outperform state-of-the-art concept-interpretable models when 

provided with test-time concept interventions, demonstrating the effectiveness of our approach. 
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Abstract    

The problem of efficient approximation of a linear operator induced by the Gaussian or softmax kernel is often 

addressed using random features (RFs) which yield an unbiased approximation of the operator's result. Such 

operators emerge in important applications ranging from kernel methods to efficient Transformers. We propose 

parameterized, positive, non-trigonometric RFs which approximate Gaussian and softmax-kernels. In contrast to 

traditional RF approximations, parameters of these new methods can be optimized to reduce the variance of the 

approximation, and the optimum can be expressed in closed form. We show that our methods lead to variance 

reduction in practice (e^{10}-times smaller variance and beyond) and outperform previous methods in a kernel 

regression task. Using our proposed mechanism, we also present FAVOR#, a method for self-attention 

approximation in Transformers. We show that FAVOR# outperforms other random feature methods in speech 

modelling and natural language processing. 
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Abstract    

Providing formal guarantees of algorithmic fairness is of paramount importance to socially responsible deployment 

of machine learning algorithms. In this work, we study formal guarantees, i.e., certificates, for individual fairness (IF) 

of neural networks. We start by introducing a novel convex approximation of IF constraints that exponentially 

decreases the computational cost of providing formal guarantees of local individual fairness. We highlight that prior 

methods are constrained by their focus on global IF certification and can therefore only scale to models with a few 

dozen hidden neurons, thus limiting their practical impact. We propose to certify \textit{distributional} individual 

fairness which ensures that for a given empirical distribution and all distributions within a $\gamma$-Wasserstein 

ball, the neural network has guaranteed individually fair predictions. Leveraging developments in quasi-convex 

optimization, we provide novel and efficient certified bounds on distributional individual fairness and show that our 

method allows us to certify and regularize neural networks that are several orders of magnitude larger than those 

considered by prior works. Moreover, we study real-world distribution shifts and find our bounds to be a scalable, 

practical, and sound source of IF guarantees. 
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Abstract    

Representations learned by pre-training a neural network on a large dataset are increasingly used successfully to 

perform a variety of downstream tasks. In this work, we take a closer look at how features are encoded in such pre-

trained representations. We find that learned representations in a given layer exhibit a degree of diffuse redundancy, 

ie, any randomly chosen subset of neurons in the layer that is larger than a threshold size shares a large degree of 

similarity with the full layer and is able to perform similarly as the whole layer on a variety of downstream tasks. For 

example, a linear probe trained on $20\%$ of randomly picked neurons from a ResNet50 pre-trained on ImageNet1k 

achieves an accuracy within $5\%$ of a linear probe trained on the full layer of neurons for downstream CIFAR10 

classification. We conduct experiments on different neural architectures (including CNNs and Transformers) pre-

trained on both ImageNet1k and ImageNet21k and evaluate a variety of downstream tasks taken from the VTAB 

benchmark. We find that the loss \& dataset used during pre-training largely govern the degree of diffuse redundancy 

and the ''critical mass'' of neurons needed often depends on the downstream task, suggesting that there is a task-

inherent redundancy-performance Pareto frontier. Our findings shed light on the nature of representations learned 

by pre-trained deep neural networks and suggest that entire layers might not be necessary to perform many 

downstream tasks. We investigate the potential for exploiting this redundancy to achieve efficient generalization for 

downstream tasks and also draw caution to certain possible unintended consequences. 
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Abstract    

Large text-to-image diffusion models have impressive capabilities in generating photorealistic images from text 

prompts. How to effectively guide or control these powerful models to perform different downstream tasks becomes 

an important open problem. To tackle this challenge, we introduce a principled finetuning method -- Orthogonal 

Finetuning (OFT), for adapting text-to-image diffusion models to downstream tasks. Unlike existing methods, OFT 

can provably preserve hyperspherical energy which characterizes the pairwise neuron relationship on the unit 

hypersphere. We find that this property is crucial for preserving the semantic generation ability of text-to-image 

diffusion models. To improve finetuning stability, we further propose Constrained Orthogonal Finetuning (COFT) 

which imposes an additional radius constraint to the hypersphere. Specifically, we consider two important finetuning 

text-to-image tasks: subject-driven generation where the goal is to generate subject-specific images given a few 

images of a subject and a text prompt, and controllable generation where the goal is to enable the model to take in 

additional control signals. We empirically show that our OFT framework outperforms existing methods in generation 

quality and convergence speed. 
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Abstract    

We present a novel mechanism to improve the accuracy of the recently-introduced class of graph random features 

(GRFs). Our method induces negative correlations between the lengths of the algorithm's random walks by imposing 

antithetic termination: a procedure to sample more diverse random walks which may be of independent interest. It 

has a trivial drop-in implementation. We derive strong theoretical guarantees on the properties of these quasi-Monte 

Carlo GRFs (q-GRFs), proving that they yield lower-variance estimators of the 2-regularised Laplacian kernel under 

mild conditions. Remarkably, our results hold for any graph topology. We demonstrate empirical accuracy 

improvements on a variety of tasks including a new practical application: time-efficient approximation of the graph 

diffusion process. To our knowledge, q-GRFs constitute the first rigorously studied quasi-Monte Carlo scheme for 

kernels defined on combinatorial objects, inviting new research on correlations between graph random walks. 
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Abstract 

Machine learning from explanations (MLX) is an approach to learning that uses human-provided explanations of 

relevant or irrelevant features for each input to ensure that model predictions are right for the right reasons. Existing 

MLX approaches rely on local model interpretation methods and require strong model smoothing to align model and 

human explanations, leading to sub-optimal performance. We recast MLX as a robustness problem, where human 

explanations specify a lower dimensional manifold from which perturbations can be drawn, and show both 

theoretically and empirically how this approach alleviates the need for strong model smoothing. We consider various 

approaches to achieving robustness, leading to improved performance over prior MLX methods. Finally, we show 

how to combine robustness with an earlier MLX method, yielding state-of-the-art results on both synthetic and real-

world benchmarks. 

 

 

 

 

 

 



Workshops & Tutorials 

Prof Mihaela van der Schaar 

 

SyntheticData4ML Workshop 

This workshop brings together research communities in generative models, privacy, and fairness as well as industry 

leaders to provide a platform for vigorous discussion between all these different perspectives in the hope of 

progressing the ideal of using SD for better and trustworthy ML training. You can learn more about her lab’s approach 

to synthetic data here. 

 

The Workshop will run on 16 December from 08:30 – 17:30 CST. You can find all information about the workshop here. 

 

Data-Centric AI for reliable and responsible AI: from theory to practice 

Together with Isabelle Guyon and Nabeel Seedat 

Data-Centric AI has recently been raised as an important paradigm shift in ma- chine learning and AI — placing the 

previously undervalued “data work’ at the center of AI development. This tutorial aims to illuminate the fundamentals 

of Data- Centric AI and articulate its transformative potential. We will explore the motivation behind the data-centric 

approach, highlighting the power to improve model performance, engender more trustworthy, fair and unbiased AI 

systems, as well as discuss benchmarking from a data-centric perspective. Our examination extends to standardized 

documentation frameworks, exposing how they form the backbone of this new paradigm. The tutorial will cover 

state-of-the-art methodologies that under- score these areas, which we will con- textualize around the high-stakes 

setting of healthcare. A focus of this tutorial is providing participants with an interactive and hands-on experience. 

To this end, we provide coding/software tools and resources, thereby enabling practical engagement. The panel 

discussion, with experts spanning diverse industries, will pro- vide a dynamic platform for discourse, enabling a 

nuanced understanding of the im- plications and limitations of Data-Centric AI across different contexts. Ultimately, 

our goal is that participants gain a practical foundation in data-centric AI, such that they can use or contribute to Data-

Centric AI research. 

https://www.vanderschaar-lab.com/synthetic-data-breaking-the-data-logjam-in-machine-learning-for-healthcare/
https://www.syntheticdata4ml.vanderschaar-lab.com/
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